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Guest Editor's Introduction 

The Ninth Australian Conference on Neural Networks 

The Australian Conference on Neural Networks was created as a forum where academics and 
industrial practitioners could meet to discuss and exchange research results obtained across a 
variety of disciplines. The ninth conference in the series (ACNN'98) was held at The University 
of Queensland from 11-13 February, 1998 and, in common with its predecessors, it was a 
multidisciplinary meeting with contributions from neuroscientists, engineers, computer scientists, 
mathematicians and psychologists among others. ACNN'98 featured three special sessions (each 
with invited speakers), regular oral and poster sessions, and a pre-conference workshop on neural 
networks for robotics. A total of 58 papers was presented and this special issue contains ten 
papers judged among the best by the refereeing process. It is difficult indeed to decide upon the 
exact ten best papers, and so I have selected for this issue ten from the best that also reflect the 
breadth of the topics covered, the international nature of the conference and the mix of theory 
and application. 

The first paper, by Schoelkopf, Smola, Mueller, Burgess and Vapnik, is essentially a review 
paper, but I have chosen to include it here because it describes a new and important technique for 
classification and regression that has . recently arisen following lengthy studies of finite sample 
statistics carried out particularly by Vhidimir Vapnik. The new technique, called the support 
vector machine, provides a data-driven method of solving classification and regression problems 
and has proven to perform exceptionally well on the (relatively few) practical problems to which 
it has so far been applied. In this paper, besides providing an intro~uction to the support vector 
machine, the authors also demonstrate how the technique can be employed to implement 
principal component analysis. 

The next five papers are concerned with the application of neural networks and related methods 
to a wide variety of practical problems. The paper by Bailer-Jones, Mackay, Sabin and Withers, 
like the first paper, describes a technique that has emerged only very recently. This technique, the 
Gaussian Process Model, is an interpolation model which is here applied to the analysis of a cold 
forging process and is demonstrated to have excellent generalization capabilities. Hot forging is 
also considered, and for this problem, the authors develop a quite general type of recurrent 
neural network architecture. The next paper, by Tissainayagam, Everitt and Palaniswami, 
investigates the problem of channel packing in cellular telephony. This problem is formulated in 
terms of the minimization of an energy function so that a Hopfield network can be employed to 
give rapid solutions. The scheme is demonstrated to provide improved capacity for systems with 
25 and 49 cells, with convergence being assisted by use of a simple heuristic. The fourth paper, 
by Lovell, Rosario, Niranjan, Prager, Dalton, Derom and Chalmers, is concerned with a 
comparison of the performances of neural networks and conventional statistical models in 
obstetric risk prediction. Besides presenting results of this study, the paper discusses important 
issues such as feature selection and modelling in a very practical setting. It also addresses the 
problem of why medical practitioners have been slow to embrace the use of neural networks. 

The remaining two applications papers both involve the use of competitive learning. The first, by 
Stephen Elton, examines the problem of deinterleaving radar pulse trains which arises, for 
instance, when pulses from disparate sources are simultaneously received. The paper 
demonstrates that the standard version of learning vector quantization (L VQ) has significant 
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shortcomings when applied to this problem and proposes a data-driven, adaptive version of L VQ 
which is shown to provide much better performance. The paper by Nguyen, Romagnoli, Fekete, 
Amison, Guan and Cogswell investigates the use of self-organizing maps (SOMs) for the 
extraction of features of chromosomes from three-dimensional image datasets. The images, 
obtained from a confocal light microscope, suffer from blurring at the upper and lower surfaces 
and consequently require segmentation of some chromosome features. The paper develops a 
segmentation algorithm and demonstrates by means of examples that the SOM performs very 
well on both 2-D and 3-D images. 

The next two papers are concerned with learning algorithms. The first, by Baxter, Tridgell and 
WeaVf'r, introduces a variant of the temporal difference learning algorithm TD(A.) and 
investigates its performance in learning to play the games of chess and backgammon. The new 
variant, called TDLeaf(A.), applies the TD(A.) algorithm to the leaf nodes of the game tree 
obtained by minimax search and is shown to provide significant improvements in chess learning. 
The other paper, by Frean and Robins, addresses the problem of catastrophic forgetting which 
arises when a trained neural network is subjected to further training on new data. The idea of 
pseudorehearsal is discussed as a means of overcoming this problem and is formalised for linear 
networks. In pseudorehearsal, input/output pairs from random data items are employed in place 
of the old data, which may be no longer accessible. 

The final two papers consider issues in computational neuroscience. The first, by Burkitt and 
Clark, presents a new technique for analyzing the probability distribution of output spikes for the 
integrate and fire model. The method allows the analysis of models with arbitrary synaptic 
response functions and is employed in the paper to investigate the relationship between the 
temporal dispersion of synchronized inputs and the resulting jitter in the spikes that are 
generated. Last, but not least, the paper by Chris Trengove discusses the modelling of cortical 
structure as a superposition of synfire chains, which are sets of linearly ordered neurons with 
feedforward connectivity. Crosstalk causes fluctuations in the number of waves of spikes in these 
chains and these are represented in the paper as a birth/death process. This representation, along 
with various simulations, sheds new light on the existing body of knowledge on synfire chain 
models. 

In conclusion, I would like to thank all of the authors who have contributed to this special issue 
ot AJIIPS. As I said at the beginning, it was a difficult task to select ten particular papers from 
the many excellent ones that were presented at ACNN'98. As General Chair for the conference I 
take this opportunity to thank all of the authors who participated in ACNN'98 and helped to 
make it a great success. 
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Support Vector Methods in Learning and Feature Extraction 

Bernhard Scholkopf t, Alex Smola ,  Klaus-Robert M i.iller§, 
Chris Burges, Vladimir Vapnik* 

GMD FIRST,. Rudower Chaussee 5, 12489 Berlin, Germany 
tAustralian National University, Engineering Dept., Canberra ACT 0200 
Bell Laboratories, 101 Crawfords Corner Road, Holmdel NJ 07733, USA 

*AT&T Research, 100 Schultz Dr., Red Bank, NJ 07701, USA 
bs,smola,klaus@first.gmd.de, burges@bell-labs.com, vlad@research.att.com 

ABSTRACT 

The last years have witnessed an increasing interest in Support Vector (SV) machines, which 
use Mercer kernels for efficiently performing computations in high-dimensional spaces. In pattern 
recognition, the SV algorithm constructs nonlinear decision functions by training a classifier 
to perform a linear separation in some high-dimensional space which is nonlinearly related 
to input space. Recently, we have developed a technique for Nonlinear Principal Component 
Analysis (Kernel PCA) based on the same types of kernels. This way, we can for instance 
efficiently extract polynomial features of arbitrary order by computing projections onto principal 
components in the space of all products of n pixels of images. 

We explain the idea of Mercer kernels and associated feature spaces, and describe connections 
to the theory of reproducing kernels and to regularization theory, followed by an overview of the 
above algorithms employing these kernels. 

1. Introduction 

For the case of two-class pattern recognition, the 
task of learning from examples can be formulated 
in the following way: we are given a set offunctions 

{fa: a EA}, fa: RN-+ {±1} (1) 

and a set of examples, i.e. pairs of patterns Xi and 
labels Yi, 

each one of them generated from an unknown prob-
ability distribution P(x, y) containing the underly-
ing dependency. We want to learn a function j a• 
minimizing the average error committed on inde-
pendent examples randomly drawn from the same 
distribution, called the risk 

R(a) =I ~lfa(x) - Yl dP(x,y). (3) 

The problem is that R is unknown, since P is un-
known. Therefore an induction principle for risk 
minimization is necessary. The straightforward ap-
proach to minimize the empirical risk 

does not guarantee a small actual risk, if the num-
ber f. of training examples is limited. Therefore, 
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novel statistical techniques have been developed 
during the last 30 years. The Structural Risk Min-
imization principle [23] is based on the fact that 
for the above learning problem, for any a E A and 
f.> h, with a probability of at least 1-7], the bound 

R(a) ~ Remp(a) + rP ( ~, log£(1])) (5) 

holds, where the confidence term rj) is defined as 

h (log¥+ 1) -log(7J/4) 
f. . (6) 

The parameter h is called the VC(Vapnik-
Chervonenkis}-dimension of a set of functions. To 
control h, one introduces a structure of nested sub-
sets Sn := {fa : a E An} of Ua : a E A}. For 
a given set of observations (x1 , yl), . .. , (xt, Yt), the 
Structural Risk Minimization principle chooses the 
function fa'l. in the subset {/a :a E An} for which 
the guaranteed risk bound (the right hand side of 
( 5)) is minimal. 

The above remarks show that for learning, the 
proper choice of a set of functions which the learn-
ing machine can implement is crucial. It should 
allow a small training error yet still have small 
capacity. For a problem at hand, our ability to 
choose such a set of functions critically depends on 
the representation of the data. A striking exam-
ple is the problem of backing up a truck with a 
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trailer to a given position [7). This is a complicated 
classification problem (steering wheel left or right) 
when expressed in cartesian coordinates; in polar 
coordinates, however, it becomes linearly separable. 

More formally speaking, we are free to take ad-
vantage of the fact that by preprocessing our data 
with a fixed map g, and constructing a function 
f = f* o g, the problem is reduced to learning f*, 
and we need not worry anymore about potentially 
overly complex functions f. By a suitably a priori 
chosen g, we are often able to select a learning ma-
chine (i.e. a set of functions that f* is chosen from) 
with a comparably small VC-dimension. The map 9 
is referred to as performing preprocessing or feature 
extraction. 

In this paper, we shall briefly give examples of 
algorithms performing the tasks of pattern recogni-
tion and feature extraction, respectively. In Sec. 3, 
we describe the Support Vector algorithm, which 
approximately performs Structural Risk Minimiza-
tion; and in Sec. 4, we present a nonlinear feature 
extraction algorithm called Kernel PGA. In our ex-
position, both algorithms merely serve to illustrate 
a method for dealing with nonlinearities which has a 
potential far exceeding these two applications. This 
method will be explained in the next section. 

2. Feature Spaces 

Suppose we are given patterns x ERN where most 
information is contained in the d-th order products 
(monomials) of entries Xj of x, Xj 1 • ••• • xid• where 
ill . .. ,jd E {1, . .. , N}. In that case, we might 
prefer to extract these product features first, and 
work in the feature space F of all products of d 
entries. This approach fails for realistically sized 
.f.. • .)blems: for N -dimensional input patterns, there 
exist (N +d-1)!/(d!(N -1)!) different monomials. 
Already 16 x 16 pixel input images (e.g. in optical 
character recognition) and a monomial degree d = 5 
yield a dimensionality of 1010 . 

In certain cases described below, there exists, 
however, a way of computing dot products in these 
high-dimensional feature spaces without explicitly 
mapping into them: by means of nonlinear ker-
nels in input space RN. Thus, if the subsequent 
processing can be carried out using dot products 
exclusively, we are able to deal with the high di-
mensionality. In order to compute dot products of 
the form (())(x) · ())(y)), we employ kernel represen-
tations of the form k(x, y) = (())(x) · ())(y)). This 
method was used to extend the Generalized Portrait 
hyperplane classifier to nonlinear Support Vector 
machines (1, 25, 2). If F is high-dimensional, we 
would like to be able to find a closed form expression 
for k which can be efficiently computed. 

What does k look like for the case of polynomial 
features? We start by giving an example [24] for 

N = d = 2. For the map 

C2: (Xt,X2) 1-+ (x~,X~,X1X2,X2Xt), (7) 

dot products in F take the form 

(C2(x) ·C2(y)) = xiyi+x~y~+2xtX2YlY2 = (x ·y)2, 

i.e. the desired kernel k is simply the square of the 
dot product in input space. In [2] it was noted that 
the same works for arbitrary N, dEN: 

Proposition 2.1 Define cd to map X E RN to 
the vector Cd(x) whose entries are all possible d-th 
degree ordered products of the entries of x. Then 
the corresponding kernel computing the dot product 
of vectors mapped by cd is 

k(x, y) = (Cd(x) · Cd(y)) = (x · y)d. (8) 

Proof. We directly compute (Cd(x) · Cd(y)) 

'E~ ..... jd=l Xjl . . . . . Xjd . Yit . . . . . Yid 

('E.f=lxi·Yi)d=(x·y)d. 0 

Instead of ordered products, we can use un-
ordered ones to obtain a map ())d which yields the 
same value of the dot product. To this end, we 
have to compensate for the multiple occurence of 
certain monomials in Cd by scaling the respective 
monomial entries of ()) d with the square roots of 
their numbers of occurence. 

If x represents an image with the entries being 
pixel values, we can use the kernel (x · y)d to work 
in the space spanned by products of any d pixels -
provided that we are able to do our work solely in 
terms of dot products, without any explicit usage 
of a mapped pattern ())d(x). Using kernels of the 
form (8), we take into account higher-order statis-
tics without the combinatorial explosion of time 
and memory complexity which goes along already 
with moderately high N and d. 

Rather than constructing k to compute the dot 
product for a given ()), we may ask the question 
which function k, chosen a priori, does correspond 
to a dot product in some space F [2, 24]. To con-
struct a map ()) induced by a kernel k, i.e. a map 
cl> such that k computes the dot product in the 
space that ()) maps to, Mercer's theorem of func-
tional analysis is used [6). It states that if k is a 
continuous symmetric kernel of a positive integral 
operator K on L 2 (C) (C being a compact subset of 
RN), it can be expanded in a uniformly convergent 
series in terms of Eigenfunctions 'l/Ji and positive 
Eigenvalues Aj, (NF ~ oo) 

Np 

k(x,y) = LAi'l/J;(x)'l/J;(y). (9) 
j=l 

From (9), it is straightforward to construct a map 
cl>, mapping into a potentially infinite-dimensional 
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l 2 space, which does the job. For instance, we may 
use 

We thus have the following result: 

Proposition 2.2 If k is a conti~uous symmetric 
kernel of a positive integral operator, one can con-
struct a mapping cp into a space where k acts as a 
dot product, 

k(x, y) = (cp(x) · i!>(y)). (11) 

Besides (8), we can for instance use Gaussian 
radial basis function kernels (1, 17] 

k(x,y) =exp(-JJx-yJJ2 /(2a2 )) (12) 

and, for certain values of"' and e, sigmoid kernels 

5 

Using the dot product in F, this can be written as 
f(x) = (a· c)}(x)). To obtain the an, we compute, 
using (16) and (17), 

00 

an=(!, JI::1jJn} = ALai'!j!n(xi)· (19) 
i=l 

Comparing (18) and (10), we see that F has the 
structure of a RKHS in the sense that for f given 
by (18), and g(x) = (!3 · i!>(x)), we have 

(a. f3) ={!,g). (20) 

Therefore, we can alternatively think of the feature 
space as an RKHS of functions (17) where only 
functions of the form (14) have a pre-image in input 
space. 

k(x, y) = tanh(,(x. y) +e). (13) 3. Support Vector Machines 

We conclude this section by describing the con-
nection to the theory of reproducing kernel Hilbert 
spaces (RKHS). To this end, consider the map 

cj: RN --+ 1{. 

x ~----+ k(x, .). (14) 

Can we endow 1l with a dot product{.,.} such that 
{~(x), ~(y)) = k(x, y), i.e. such that 11. is an alter-
native representation of the feature space that we 
are working in by using k? Clearly, this dot product 
would have to satisfy 

{k(x,.),k(y,.)} = k(x,y), (15) 

which amounts to saying that k is a reproducing 
kernel for 11.. 

For a Mercer kernel (9), such a dot product does 
exist. Since k is symmetric, the '!j!i ( i = 1, ... , N F) 
can be chosen to be orthogonal with respect to the 
dot product in L2(C), and hence we may construct 
(., .) such that 

using the Kronecker 8jn· Substituting (9) into (15) 
then proves the desired equality. 

11., the closure of the space of all functions 

00 00 NF 

f(x) = 2>ik(x,xi) = :L>iL.AJ'!jJJ(x)1/JJ(xi), 
i=l i=l j=l 

(17) 
with the dot product {., .), is called an RKHS [26, 
27, 8, 14]. 

What is the connection between F and 1/.? Let 
us write(.,.) as a dot product of coordinate vectors, 
by expressing f E 11. in the basis (~'!j!n)n=l, .. . ,NF, 

Given a dot product space Z (e.g. the input space 
RN, or a feature space F), a hyperplane {z E 

Z : (w · z) + b = 0}, and a set of examples 
(zi,YI), ... ,(zt,Yi) E Z, disjoint from the hyper-
plane, we are looking for parameters (w, b) to sep-
arate the data, i.e. 

Yi((w · zi) +b) 2::: o, i = 1, ... , f (21) 

for some o > 0. First note that we can always 
rescale ( w, b) such that 

. min J(w · z;) + bJ = 1, (22) 
t=l, ... ,l 

i.e. such that the point closest to the hyperplane 
has a distance of 1/IJwJJ.1 Then, (21) becomes 

Yi((w·z;)+b)2::1, i=1, ... ,£. (23) 

In the case of pattern recognition, the SV algo-
rithm is based on two facts: first, the complexity 
of the classifier can be kept low by minimizing JJwJJ 
(amounting to maximizing the margin of separa-
tion) subject to the condition of separating the data 
(23); and second, this minimization can be carried 
out as a quadratic program based solely on values 
of dot products [24]. Hence one may employ the 
feature space methods of the previous section to 
construct nonlinear decision functions. 

In practice, a separating hyperplane often does 
not exist. To allow for the possibility of examples 
violating (23), one introduces slack variables [5] 

~i 2::: o, i = 1, ... , e, (24) 

to get 

Yi((w · zi) +b) 2::: 1- ~;, i = L ... ,t. (25) 
NF 

f(x) = La, JI::1jJn(x). 
n=l 

1 Strictly speaking, we should use training and test pat-
(18) terns in (22). For separable problems, using just the training 

set is a reasonable approximation . 
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The SV approach to minimizing the guaranteed risk 
bound (5) consists of the following: minimize 

.X t 
T(w,~) = 2 (w · w) + L~i (26) 

i=l 

subject to the constraints (24) and (25). The first 
term is minimized to control the second term of the 
bound (5); the second term, on the other hand, is 
an upper bound on the number of misclassifications 
on the training set, i.e. the empirical risk.2 

Introducing Lagrange multipliers Oi, and using 
the Kuhn-Tucker theorem of optimization theory, 
the solution can be shown to have an expansion 

i 

w = 2: YiOiZi, 
i=l 

(27) 

with nonzero coefficients ai only where the corre-
sponding example (zi, Yi) precisely meets the con-
straint (25). These Zi are called Support Vec-
tors. All other training examples are irrelevant: 
their constraint (25) is satisfied automatically (with 
~i = 0), and they do not appear in the expansion 
(27). The coefficients Oi are found by maximizing 

l 1 l 

W(a) = L Oi- 2 L aiOjYiYj(Zi · Zj) (28) 
i=l i ,j=l 

subject to 

l 
1 

0 <a<-
- t- .X' i = 1, ... , £, and L aiYi = 0. (29) 

i= l 

The hyperplane decision function can thus be writ-
ten as 

To allow for much more general decision surfaces, 
one substitutes a suitable kernel function k for the 
dot product, leading to decision functions of the 
form 

f(x) = sgn (t YiOi · k(x, Xi)+ b) . (31) 

and a quadratic program with target function 

l 1 l 

W(a) = _Lai- 2 L aiOjYiYjk(xi,Xj)· (32) 
i=l i ,j=l 

Empirically, different SV machines have been found 
to use largely the same SVs Xii e.g. most of the 

2 The computational simplicity of the problem stays the 
same in regression tasks, even with more general cost func-
tions (22). 
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centers of an SV machine with Gaussian kernel 
(12) [17] coincide with the first-layer weights of SV 
classifiers with tanh kernel (13) (in which case the 
trained SV machine looks like a neural network) 
[13]. Moreover, experimental results have shown 
that in digit and object recognition tasks, SV ma-
chines are competitive with state-of-the-art tech-
niques [14], especially when enhanced by methods 
for incorporating prior knowledge about the prob-
lem at hand [15]. Other areas where SV machines 
have been successfully applied include time series 
prediction [11] and text categorization [10]. 

From a computational point of view, the formu-
lation as a quadratic programming problem with a 
positive matrix (cf. (32)) is crucial, as it allows the 
risk minimization problem to be solved efficiently.3 

From a statistical point of view, it is crucial that 
the kernel method allows to reduce a large class 
of learning machines to separating hyperplanes in 
some space. For those, an upper bound on the VC-
dimension can be given ([24], cf. [18, 4] for a caveat), 
which is taken into account in training the classifier. 
This bound does not depend on the dimensionality 
of the feature space, but on the separation margin 
of the classes. This is how the SV machine handles 
the "curse of dimensionality." Along similar lines, 
analyses of generalization performance in terms of 
separation margins and fat shattering dimension 
are relevant to SV machines [12]. 

Additionally, the connection to regularization 
theory provides insight. In (20], a regularization 
framework is described which contains the SV al-
gorithm as a special case. For kernel-based function 
expansions, it is shown that given a regularization 
operator P mapping the functions of the learning 
machine into some dot product space V, the prob-
lem of minimizing the regularized risk 

(with a regularization parameter A ~ 0) can be 
written as a constrained optimization problem. For 
particular choices of the cost function, it further 
reduces to a SV type quadratic programming prob-
lem. The latter thus is not specific to SV machines, 
but is common to a much wider class of approaches. 
What gets lost in this case, however, is the fact that 
the solution can usually be expressed in terms of a 
small number of SVs (cf. also [8]). This specific 
feature of SV machines is due to the fact that the 
type of regularization and the class of functions 
which are considered as admissible solutions are 
intimately related [9, 19, 21]: the SV algorithm is 

3This refers to the training of the machine, but not to 
its application on test examples. In the latter case, the 
computational complexity can be larger than for neural nets. 
Methods for reducing it have successfully been applied in 
character recognition (3). 
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equivalent to minimizing the regularized risk on the 
set of functions 

{34) 

provided that k and P are interrelated by 

To this end, k is chosen as Green's function of 
P* P, for in that case, the right hand side of (35) 
equals (k(x;, .) · (P* Pk)(x3, .)) = (k(xi, .) ·6x; (.)) = 
k(x;,xj)· 

For instance, an RBF kernel thus corresponds to 
regularization with a functional containing a spe-
cific differential operator. 

In the context of SV machines, often the question 
arises as to which kernel should be chosen for a 
particular learning task. In view of the above, the 
answer comprises two parts. First , the kernel deter-
mines the class of functions (34) that the solution is 
taken from; second, via (35), the kernel determines 
the type of regularization that is used. 

4. Kernel PCA 
Principal Component Analysis (PCA) is a basis 
transformation to diagonalize an estimate of the 
covariance matrix of the data Xk, k = 1, ... , £, Xk E 

N ""e - 0 d fi d C - .!. ""l · T R , L....k=l xk - , e ne as - e L....J=l x 1x1 . 
The new coordinates in the Eigenvector basis, i.e. 
the orthogonal projections onto the Eigenvectors, 
are called principal components. We have general-
ized this setting to a nonlinear one, using kernels 
and associated feature spaces [16]. 

Assume for the moment that our data mapped 
into feature space, <I>(xl), . . . '<I>(xe), is centered, i.e. 
Ef-=1 <I>(xk) = 0. To do PCA for the covariance 
matrix 

- 1 ~ T C =-~ <I>(xj)<I>(xj) , e . 
J=l 

(36) 

'"e have to find Eigenvalues .A 2: 0 and Eigenvectors 
V E F\{0} satisfying .AV= CV. Substituting (36), 
we note that all solutions V with .A i:- 0 lie in the 
span of <I>(xl), ... , <I>(xe). This implies that we may 
consider the equiYalent system 

,\(<I>(xk) ·V)= (<I>(xk) ·CV) for all k = 1, ... , e, 
(37) 

and that there exist coefficients 01 •. . . , O£ such that 

( 

V = L o;<l>(x; ). (38) 
i=l 

Substituting (36) and (38) into (37), and defining 
an f x { matrix J\ by 

1\ij := (<I>(x;) · <I>(xj)) = (k(x;,Xj)), (39) 
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we arrive at a problem which is cast in terms of dot 
products: solve 

f.Aa = Ka. (40) 

for nonzero Eigenvalues .A, and coefficient Eigenvec-
tors a = (o1 , ... , ae) T. We normalize the solutions 
ak by requiring that the corresponding vectors in F 
be normalized, i.e. (Vk · Vk) = 1, which translates 
into .Ak(o:k · ak) = 1. For principal component 
extraction, we compute projections of the image of 
a test point <I>(x) onto the Eigenvectors Vk in F 
according to 

i l 

(Vk·<I>(x)) = :Eof(<I>(x;)·<l>(x)) = l:ofk(x;,x). 
i=l i=l 

(41) 
Note that for feature extraction, we thus have to 
evaluate e kernel functions in input space rather 
than a dot product in a 1010-dimensional space, 
say. Moreover, Kernel PCA can be carried out for 
all kernels described in Sec. 2, no matter whether 
we know the corresponding map <I> or not. The 
nonlinearity is taken into account implicitly when 
computing the matrix elements of K and when com-
puting the projections ( 41), the remainder of the 
algorithm is simple linear algebra. 

For the general case, we have to drop the assump-
tion that the <I>(xi) are centered in F. Instead, 
we have to go through the above algebra using - e <I>(x;) := <I>(x;)- (1/£) Li=l <I>(x;) (for details, see 
[16]). 

In experiments comparing the utility of kernel 
PCA features for pattern recognition using a lin-
ear classifier, we found two advantages of nonlinear 
kernel PCA: first, nonlinear principal components 
afforded better recognition rates than correspond-
ing numbers of linear principal components; and 
second , the performance for nonlinear components 
can be further improved by using more components 
than possible in the linear case. In that case, the 
performance is competitive with the best nonlinear 
SV machines, which in turn beat Neural Networks 
like Le:'fetl (for more benchmark results, see [24]). 
A simple toy example of kernel PCA is shown in 
Fig. 1. 

SV machines and kernel PCA have been the first 
t\vo applications of the powerful idea of Iviercer ker-
nels in machine learning technology. They share 
this crucial ingredient, yet they are based on dif-
ferent learning paradigms - supervised , and un-
superYised, respectively. Nevertheless, an interest-
ing parallel has recently been discovered: if one 
constructs transformation im·ariant SV machines 
by requiring local invariance with respect to some 
Lie group of transformations Lt, one arrives at the 
result [15] that this can be achieved by a prepro-

1 
cessing matrix B = c- :r, where C is the tangent 
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Fig. 1: Kernel PCA toy example (from (14)); three clusters (Gaussians with standard deviation 0.1 , depicted region: 
[-1, 1] x [-0.5, 1]). A smooth transition from linear PCA to nonlinear PCA is obtained by using hyperbolic tangent kernels 
k(x, y) = tanh (~t(x · y) + 1) with varying gain K:: from top to bottom, K: = 0.1, 1, 5, 10. For K: = 0.1, the first two features 
look like linear PCA features. For large K-, the nonlinear region of the tanh function becomes effective. In that case, kernel 
PCA can exploit this nonlinearity to allocate the highest feature gradients to regions where there are data points, as can 
be seen nicely in the case K: = 10. 

covariance matrix 

(42) 

To interpret this, note that C is a sample esti-
mate of the covariance matrix of the random vector 
s · gt lt=oCtx, s E { ±1} being a random sign. Using 
B, a given pattern x is thus first transformed by 
projecting it onto the Eigenvectors of C. The re-
sulting feature vector is then rescaled by dividing by 
the square roots of C's Eigenvalues. In other words, 
the directions of main transformation variance are 
scaled back. So far, these ideas have only been 
tested in the linear case. For nonlinear kernels, an 
analysis similar to the one for kernel PCA yields a 
tangent covariance matrix C in F. 

5. Conclusion 

We believe that Support Vector machines and Ker-
nel Principal Component Analysis are only the 
first examples of a series of potential applications 
of Mercer-kernel-based methods in learning theory. 

Any algorithm which can be formulated solely in 
terms of dot products can be made nonlinear by 
carrying it out in feature spaces induced by Mercer 
kernels. However, already the above two fields are 
large enough to render an exhaustive discussion in 
this article infeasible. To illustrate how nonlinear 
feature spaces can beneficially be used in complex 
learning tasks, we have summarized some aspects of 
SV learning and Kernel PCA, and we hope that the 
reader may find it worthwhile to consider employing 
kernel methods in their own work. 
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ABSTRACT 
The ability to model the thermomechanical processing of materials is an increasingly im-

portant requirement in many areas of engineering. This is particularly true in the aerospace 
industry where high material and process costs demand models that can reliably predict the 
microstructures of forged materials. We analyse two types of forging, cold forging in which the 
microstructure develops statically upon annealing, and hot forging for which it develops dynam-
ically, and present two different models for predicting the resultant material microstructure. For 
the cold forging problem we employ the Gaussian process model. This probabilistic model can 
be seen as a generalisation of feedforward neural networks with equally powerful interpolation 
capabilities. However, as it lacks weights and hidden layers, it avoids ad hoc decisions regarding 
how complex a 'network' needs to be. Results are presented which demonstrate the excellent 
generalisation capabilities of this model. For the hot forging problem we have developed a type 
of recurrent neural network architecture which makes predictions of the time derivatives of state 
variables. This approach allows us to simultaneously model multiple time series operating on 
different time scales and sampled at non-constant rates . This architecture is very general and 
likely to be capable of modelling a wide class of dynamic systems and processes . 

1. Introduction 

The problem in the modelling of materials forging 
can be broadly stated as follows : Given a certain 
material which undergoes a specified forging pro-
cess, what are the final properties of this mate-
rial? Typical final properties in which we are inter-
ested are the microstructural properties, such as the 
mean grain size and shape and the extent of grain 
recrystallisation. Relevant forging process control 
variables are the strain, strain rate and tempera-
ture, all of which may be functions of time. 

A trial-and-error approach to solving this prob-
lem has often been taken in the materials industry, 
with many different forging conditions attempted 
to achieve a given final product. The obvious draw-
backs of this approach are large time and financial 
costs and the lack of any reliable predictive capabil-
ity. Another method is to develop a parameterised, 
physically-motivated model, and to solve for the 
parameters using empirical data [2]. However, the 
limitation with this approach is that in terms of 
the physical theory the microstructural evolution 
depends upon several "intermediate" microscopic 
variables which have to be measured in order to ap-
ply the model. Some of these variables, such as dis-
location density, are difficult and time-consuming 

to measure, making it impracticable to apply such 
an approach to large-scale industrial processes. 

Our approach to the prediction of forged mi-
crostructures is therefore to develop an empiri-
cal model in which we define a parameterised, 
non-linear relationship between the microstructural 
variables of interest and those easily measured pro-
cess variables. Such a model could be implemented, 
for example, as a neural network with the hidden 
nodes essentially playing a role analogous to the 
"intermediate" microscopic . variables . 

2. Materials Forging 

When a material is deformed, potential energy is 
put into the system by virtue of work having been 
done to move crystal planes relative to one another. 
The material is therefore not in equilibrium and has 
a tendency to lower its potential energy by atomic 
rearrangement, through the competing processes of 
recovery, recrystallisation and grain growth . These 
processes are encouraged by raising the tempera-
ture of the material (annealing). Forge deforma-
tion processes can be divided into two classes. In 
cold working the recrystallisation rate is so low that 
recrystallisation essentially does not occur during 
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forging . Recrystallisation is subsequently achieved 
statically by annealing. In contrast, hot working 
refers to the high temperature forging of materials 
in which recrystallisation occurs dynamically during 
forging. This process is considerably more complex 
than cold working as now the final microstructure 
of the material is generally a path-dependent func-
tion of the history of the process variables. This 
is particularly true of the Aluminium-Magnesium 
alloy considered here, which have a relatively long 
'memory' of the process, thus necessitating a model 
which keeps track of the history of the material. We 
shall consider a model for this dynamic process in 
Section 4. 

The ultimate goal of forge modelling is the inverse 
problem: Given a set of desired final properties 
for a component, what is the optimal material and 
forging process which will realise these properties? 
This is a considerably harder problem since there 
may be a one-to-many mapping between the desired 
properties and the necessary forging process. This 
problem will not be addressed in this paper. 

3. Static Modelling 

Cold forging can in general be modelled with the 
equation 

v = F(x) (1) 

where v is a microstructural variable, x is the set 
of process variables and F is some non-linear func-
tion. In our particular implementation we are inter-
ested in predicting a single microstructural variable, 
namely grain size, in a given material (an Al-l %Mg 
alloy) as a function of the total strain, c:, annealing 
temperature, T, and annealing time, t. The experi-
mental set-up for obtaining these data is as follows. 
A workpiece of the material is compressed in plane-
strain compression at room temperature, as shown 
in Figure la. After the specimen has been annealed, 
it is etched and the grain sizes measured with an 
optical microscope. The local strain experienced 
at each point in the material is evaluated using 
a Finite Element (FE) model, the parameters of 
this model being determined by the known mate-
rial properties, forging geometries, friction factors 
and so on. Figure 2b shows an example of an FE 
map. Many grain sizes within a single small area 
are averaged to give a mean grain size. Thus we now 
have a set of model inputs, E, T and t, associated 
with a single mean grain size which can be used to 
develop a static microstructural model of forging. 
Further details of the experimental procedure can 
be found in Sabin et al. [9]. 

3.1. The Gaussian Process Model 

The Gaussian process model [4) [10) assumes that 
the prior joint probability distribution of a set of 
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TRAINING TEST 

Fig. 1: Deformation geometries. (a) (left) Plane-strain di-
ametrical compression. The workpiece is subsequently sec-
tioned into many nominally identical specimens which are 
annealed at different combinations of temperature and time. 
The compression gives rise to a non-linear distribution of 
strains across the specimen (see Figure 2b). These allow 
us to obtain many input training vectors, x, for our model 
using a single compression test. (b) (right) Axisymmetric 
axial compression. 

Fig. 2: (a) The left half of this diagram shows the mi-
crostructure of half of a sectioned specimen which has been 
deformed under a plane-strain compression. The material 
has been annealed at 350° C for 30 mins producing many 
recrystallised grains. (b) The right half of this diagram is the 
corresponding strain contour map produced by the Finite 
Element model. Note that the areas of high strain in (b) 
correspond to small grains in (a) . 
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any N observations is given by an N-dimensional 
Gaussian, i.e. 

P(vNI{xN},p;,CN) (2) 

ex: exp ( -~(vN- p;fc-;/(vN -_p;)) , (3) 

where VN = (v1(x!),v2(x2), .. . ,vN(xN)) is the set 
N of observations corresponding to the set of N 
input vectors, {xN} = {xt, x2, ... , XN }. p; and 
C N, respectively the mean and covariance matrix 
for the distribution, parameterise this model. The 
elements of the covariance matrix are specified by 
the cova.riance function, which is a function of the 
input vectors, { XN}, and a set of hyperparameters. 
A typical form of the covariance function is 

[ 

1 l=L (a:~l) - xY) )2] 
C';j = lh exp - 2 2: r 2 + fh + fht5ij . 

1=1 l 

(4) 
This equation gives the covariance between any two 
values vi and vi with corresponding £-dimensional 
input vectors Xi an Xj respectively, and is capable 
of implementing a wide class of functions, :F, that 
could appear in equation 1. (The Gaussian process 
model has a scalar 'output' , v; to model several 
microstructural variables we would use several in-
dependent models .) The first term in equation 4 
expn'sses our belief that the function we are mod-
elling is smoothly varying, where ·r1 is the length 
scale' over which the function varies in the tth input 
dimension. The second term allows the functions 
to have a constant offset and the third is a noise 
term: this particular form is a model for input in-
dPpeudent Gaussian noise. The hyperparamet.ers, 
r1 ( l = 1 ... L), fh. fh, 03, specify the function, and 
are ~~·nerally inferred from a set of training data 
in a fashion analogous to training a neural net-
work. They are called hyperparameters rather than 
parameters because they explicitly parameterise a 
probability distribution rather than the function 
itself. This distinguishes them from weights in a 
neural network, which are rather "arbitrary", in 
that adding another hidden node could change the 
weights yet leave the input-output mapping essen-
tially unaltered. 

Once the hyperparameters are known, the prob-
ability distribution of a new predicted value, V:V+l• 

corresponding to a new 'input' variable, XN+l• is 

(5) 

(6) 

i.e. a one-dimensional Gaussian, where i/N+l and 
a-;'N+i are evaluated in terms of the covariance func-
tion and the training data. We would typically re-
port our prediction as DN+l ± O"i•.v+ 1 • These errors 

reflect both the noise in the data (third term in 
equation 4) and the model uncertainty in interpo-
lating the training data. The fact that the Gaussian 
process model naturally produces confidence inter-
vals on its predictions is important in the materials 
industry where material properties must often be 
specified within certain tolerances. 

Our model assumes that the measurement noise 
and the prior probability of the unknown function 
can be described by a Gaussian distribution. In our 
application it is more sensible to assume that it is 
the logarithm of grain sizes which are distributed 
as a Gaussian, rather than the grain sizes them-
selves. This is because uncertainties in measuring 
grain size scale with the mean grain size, and are 
therefore more appropriately expressed as a fraction 
of the mean grain size rather than a fixed absolute. 
grain size. Moreover, empirical evidence suggests 
that grain size distributions are well described by a 
log normal distribution [7J . 

3.2. Model Predictions 

A Gaussian process model was trained using a set of 
46 data pairs obtained from the plane-strain geom-
etry, with 0.08 < c: < 0.79, 325°C < T < 375° 
C, 1 mins < t < 60 mins as the inputs. Once 
trained, the model was used to produce predictions 
of grain sizes for a range of the input variables . 
These predictions, shown in Figure 3, agree well 
with metallurgical expectations. 

One of the assumptions implicit in our model 
of cold forging is that given the local strain con-
ditions, the microstructure is independent of the 
material shape and forge geometry. In other words. 
we assume that predictions can be obtained given 
only the local accumulated strain (and annealing 
conditions) . This is an important requirement as 
it means that a single model could be applied to 
a rauge of industrial forging geometries, provided 
that the local strains could be obtained (e.g. with an 
FE model). We tested the validity of this assump-
tion by using the Gaussian process model trained 
on plane-strain data to predict grain sizes in a mate-
rial compressed using a different geometry, namely 
an axial compression (Figure 1b). As before, after 
compression the material was annealed, sectioned 
and grain sizes measured. A new FE model gaw 
the concomitant local strains. These process inputs 
were then used to obtain predictions of the grain 
sizes using the previous Gaussian process model. 
Figure 4 plots these predictions against the mea-
surements. \Ve see remarkable agreement-well 
within the predicted errors-thus validating our 
moddling approach. A. practical application of our 
model is to produce diagrams such as that shown 
in Figure 5, a map of the grain sizes. Such a map 
is important for engineers who need to know the 
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Fig. 3: Grain size predictions obtained with the Gaus-
sian process model trained on data from the plane-strain 
compression geometry. In each of the three plots, two of 
the input variables are held constant and the other varied. 
When not being varied, the inputs were held constant at: 
T = 350°C; t = 30 mins; E = 0.5. The crosses in the strain 
plot are data from the training set . . AE. the Gaussian process 
is an interpolation model, predictions at any values of the 
inputs are constrained by the entire training set. 
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Fig. 4: Gaussian process model predictions compared-with 
measured values. The Gaussian process model was trained 
on data from one compressional geometry (plane-strain) and 
its performance evaluated using data from another geometry 
(axial-compression) which was not seen during training. The 
y = x line is to guide the eye. Note that not even a perfect 
model would produce predictions on this line due to finite 
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Fig. 5: The left half is an image of the microstructure in 
the axially compressed specimen. The right half is the cor-
responding grain size predictions from the Gaussian process 
model shown as a contour map. 

grain sizes at different points in the material , and 
can thus assess its resistance to phenomena such as 
creep and fatigue. 

It should be noted that this method contains 
other implicit assumptions. The final material mi-
crostructure is very strongly dependent upon the 
material composition. It is well known that even 
small changes in the fractions of the alloying con-
stituents (and by extension, impurities) can have a 
strong effect on the thermomechanical processing of 
the material. One way forward is to include further 
input variables corresponding to composition [3}. A 
second implicit assumption has been the constancy 
of the initial microstructure. Depending upon the 
material and the degree of thermomechanical pro-
cessing, the final microstructure may retain some 
'memory' of its initial microstructure, thus neces-
sitating a model which has "initial conditions" as 
additional input variables. 

4. A Recurrent Neural Network for 
Dynamic Process Modelling 

4.1. Model Description 

For the hot working problem, we assume that there 
are two sets of variables which are relevant in de-
scribing the behaviour of the dynamical system. 
The first, x, are external variables which influence 
the behaviour of the system, such as the strain, 
strain rate and temperature. It is assumed that all 
of these can be measured. The second set of vari-
ables, v, are the state variables which describe the 
system itself. These are split into two categories. 
The first are measured, such as grain size, and the 
second are unmeasured, such as dislocation density. 
Note that the unmeasured variables are not intrin-
sically unmeasurable: this is simply a category for 
all of the state variables which we believe to be 
relevant but which, for whatever reason, we do not 
measure. 

Both x and v are functions of time. A general 
dynamical equation which describes the temporal 
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Recurrent 
Inputs, v 

External 
Inputs, x 

1.0 

Hidden 
Layer 

Fig. 6: A recurrent. neural network architecture ('dynet') 
for modelling dynamical systems. The outputs, y , from the 
network are the time derivatives of the state variables of the 
d~·namical system. The recurrent inputs, v, are these state 
variables. The values of t' at the next time step are evalu-
ated (using equation 9) from the outputs (via the recurrent 
connections) and the previous values of t•. All connections 
and the two bias nodes are shown. 

evolution of the state variables in response to the 
external variables is 

ovo(t) = F(v(t), x(t)) (7) 
t 

where F is some non-linear function. To a first-
order approximation. we can write 

8v(t) 
v(t +M) = v(t) + -

0
-M 

t 
(8) 

This dynamical system can be modelled with the 
recurrent neural network architecture shown in Fig-
ure 6. This is a discrete time network in which the 
input data are provided as a discrete list of values 
separated by known time intervals. The input-
output mapping of this network implements equa-
tion 7 directly : Rather than producing the state 
variables at the output of the network, as is often 
the case with recurrent networks (e.g. [8]), we pro-
duce the time derivatives of the state variables. for 
reasons that are expounded on below. The hidden 
nodes compute a non-linear function of both the 
external and the recurrent inputs with a sigmoid 
function (e.g. tanh). as conventionally used in feed-
forward networks. A linear hidden-output function 
is used to allow for an arbitrary scale of the out-
puts. The recurrent. part of the dynamical system. 
viz. equation 8, is implemented with the recurrent 
loops shown in Figure 6, by setting the weights of 
these recurrent loops to the size of the time step. 
6t. between successive epochs. Explicity, the J.· 1h 

recurrent input at time step r is given by 

where Yk(T- 1) = 8v(r- l)/8t and ot(r) is the 
time between epoch ( r - 1) and epoch ( T). 

The principal reason for developing a network 
which predicts the time derivatives of the state vari-
ables is that it can be trained on time-series data 
in which the separations between the epochs, ot(r) , 
need not be constant: at each epoch r we simply 
set the weights of the recurrent feedback loops to 
ot(r). Furthermore, the network can be trained 
on multiple time series in which the time scales 
for each time series may be very different. This 
is important in forging applications as the forging 
of large components would occur over a longer time 
scale than for small components. whereas the micro-
scopic behaviour of the materials would essentially 
be the same (for a given material). In such a case we 
would want to incorporate data from both forgings 
into the same model. but without having to obtain 
measurements at the same rate in both cases. 

While our network is similar to that of Jordan [.5]. 
our architecture has the important attributes that: 
1) the outputs are time derivatives of the state 
variables, and 2) in training the network the er-
ror derivatives can be propagated via the recurrent 
connections to the arbitrarily distant past. Our 
training algorithm can be seen as a generalisation of 
the method described by Williams & Zipser [11] ex-
tended to multiple time series. Although necessar-
ily only the feedforward weights are trainable. the 
input-hidden weights. for example. are nonetheless 
dependent upon the yaJues of the hidden nodes by 
virtue of the recurrent connections. and this depen-
dei1C:V' is taken into account. Training proceeds by 
minimizing an error function . typically the sum of 
squares error. by gradient descent or a conjugate 
gradient algorithm. The weights can be updated 
after each epoch of each time-series (i.e. Real Time 
Recurrent Learning (11]). after all epochs of all pat-
terns. or at any intermediate point. 

\Ve use a Bayesian implementation of the train-
ing procedure [6] : multiple weight decay constants 
regularize the determination of the weights. and a 
noise term specifies the assumed noise levels in the 
targets ( v) . Some form of regularisation is probabl~· 
essential on account of the many intermediate out-
put values for which their are no targets. The noise 
and weight decay hyperparameters are currently set 
by hand, but could in principle be inferred from the 
data. 

To train the network we need at least one tar-
get ,·alue at at l~>ast one epoch. :'\ote that the 
training algorithm is not restricted to use targets 
only for the 'outputs': errors can be propagated 
from any node. Generally we would haw values of 
the state variables (recurrent inputs) for the final 
epoch. Ho,vever. in metallurgical applications we 

vk(r) = vk(r- 1) + yk(r- l)ot(r) 
may sometimes be able to obtain additional mea-

(9) surements at some intermediate epochs. thus im-
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proving the accuracy of the derived input-output 
function. We will of course not have any target 
values for the 'unmeasured' state variables. Hence 
these variables may not even correspond to any 
physical variables, instead acting as 'hidden' vari-
ables which convey some state information not con-
tained in the 'measured' state variables. Nonethe-
less we may be able to provide some loose physical 
interpretation for unmeasured variables. 

Once trained, the network produces a complete 
time sequence for all state variables given a se-
quence of the external inputs, i.e. the details of the 
forging process. 

4.2. Model Demonstration 

We now demonstrate the performance of the model 
on one particular synthetic problem in which there 
are two external input variables, Xi(t) and x2(t), 
and two state variables, v1 (t) and v2(t), defined by 

8vi Xi- 2Vl + 8v2- Xi Vi (10) = 8t 
8v2 

X2 - 5Vi + V2 - X2V2 (11) = 8t 

To mimic real processes in which the external in-
puts are often constrained to be positive (e.g. tem-
perature), the x1 and x2 sequences were generated 
from constrained random walks: at each epoch, x1 

(x2 ) changes with a probability of0.1 (0.5) by a ran-
dom amount uniformly distributed between -0.5 
and +0.5 ( -1 and +1). The modulus of xis taken 
to ensure a positive sequence. The initial v values 
were randomly selected from a uniform distribution 
between -1 and + 1. 

Equations 10 and 11 are not analytically solvable, 
so we used the first-order Taylor expansion in equa-
tion 8 to evaluate the v1(t) and v2(t) sequences. A 
very small value of 8t was used to yield an accurate 
approximation to the true continuous sequence. 

One hundred synthetic time series were gener-
ated in this fashion, with different sequences for 
Xi and X2 and different initial values of Vi and v2. 
The sequences were generated from t = 0 to t = 8 
inclusive. We chose to sample these sequences at 
a constant epoch separation of 8t = 0.1, giving a 
sequence length of 81 epochs. This time extent and 
value of ot samples the dynamical sequence well: If 
all x dependence is removed in equations 10 and 11, 
we are left with damped sinusoidal oscillations in v1 
and v2 , with oscillation period 1 and e-1 damping 
timescale 2. The x terms make the series somewhat 
more complex, but the overall oscillatory behaviour 
is retained. 

The network was trained on 50 of the time series . 
In doing so, the network was only given the initial 
and final v values and the complete x sequences for 
each time series: it did not see the intermediate 
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Fig. 7: Network predictions of the final values of the v1 
and v2 sequences for the 50 time series in the test data set 
plotted against the target values. The rms errors are 0.0067 
and 0.0084 for VI and v2 respectively. 

v values. Once trained, the network was applied 
to the other 50 sequences, i.e. given the initial v 
values and the x sequences, the network produces 
sequences for v. We see from Figure 7 that the 
network makes excellent predictions of v1 and v2 at 
the final epoch. 

It is now interesting to ask whether the net-
work has managed to correctly learn the entire 
v sequences for the test data, or whether it has 
learned some simpler input-output function which 
just gives correct v values at the final epoch. Fig-
ure 8 shows the x input sequences, and the pre-
dicted v sequences in comparison with the true 
sequences: The agreement is generally very good. 
Some of the predicted sequences (such as the lower 
one shown) deviate from the true sequence at early 
epochs. This is probably due to the difference be-
tween the stationary distributions of the state vari-
ables at t = 8 and at early epochs: The network 
is explicity trained to give predictions for the tar-
get values of v . These lie in the ranges shown in 
Figure 8, which is narrower than the range of v 
values at t = 0. Therefore, we would not expect the 
network to give such good predictions in the non-
overlapping part of this latter range. As the dynam-
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Fig. 8: External input and state variable sequences for two 
different time series in the test data set. In each plot the 
solid lines from top to bottom are VI, v2, X! and x2. For 
VI and v2 the solid lines are the nework predictions and the 
dashed lines the true sequences. For clarity, the sequences 
for v2, X! and x2 have been offset from their true positions 
by -1, -3 and -6 respectively. 

ical system is damped, the poorer predictions tend 
to occur earlier on. Nonetheless, we see that the 
network has learned a good approximation of the 
true underlying dynamical sequence for the range 
of v values present in the targets. 

The network has been applied to a number of 
other synthetic problems (including ones with non-
linear, e.g. v1v2, terms), and a good predicitive ca-
pablility is observed. The network has also been 
able to learn from training data sets in which 15t 
varies within each sequence, and the lengths of the 
sequences differ [1]. 

5. Summary 

We have introduced two techniques for modelling 
materials forging, one in the static domain rele-
vant to cold forging, and another in the dynamic 
domain relevant to hot forging. The Gaussian 
process model used in the former case has been 
demonstrated to provide a good predictive capa-
bility, even when using a small, noisy data set. 
Furthermore, the sufficiency of our input variables 
(for a given material) has been demonstrated from 
the successful application of the trained Gaussian 

process model to a different forging geometry. 
For the hot forging problem we have introduced 

a general neural network architecture for modelling 
dynamical processes. The power of this network 
was demonstrated on a synthetic problem. Further 
details of this model, as well as its application to a 
range of synthetic problems, will be presented in 
a forthcoming paper [1] . Future work with this 
model will focus on its application to real data sets 
obtained from hot forging. 
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Abstract 

Rearrangement of channels once a subscriber leaves 
a wireless communication system, called channel 
packing, is one of many ways to increase the ca-
pacity of it. A channel packing algorithm is pro-
posed and is implemented on a feedback neural net-
work. Results based on simulation from two differ-
ent wireless systems indicate that there is an im-
provement in capacity when channel packing is ex-
ercised. 

1 Introduction 

The number of subscribers accessing wireless com-
munication services throughout the world is grow-
ing exponentially (Fig. I) . Given that the spectrum 
allocated for such services is unlikely to increase 
(analogue cellular telephone services are set at 825-
845 MHz and 870-890 MHz in Australia) the prin-
cipal considerartion now is whether accommoda-
tion of extra customers will result in the sacrifice 
of the quality of services. 

To boost the servicing capacity of wireless 
networks, several solutions have been proposed: 
cell splitting, frequency hopping, reuse partition-
ing, efficient channel coding, directional antennas, 
spread-spectrum techniques are some that have 
been implemented. Another employable solution 
is known as Dynamic Channel Assignment (DCA). 
DCA seeks to improve system capacity by effi-
ciently assigning channels to incoming service re-
quests. A channel can be a single frequency band 
in an analogue system ( eg. AMPS) or a single 
time slot in a digital system ( eg. GSM). Find-
ing such efficient methods of allocating channels 
on a subscriber-by-subscriber basis is called the 
channel assignment problem. DCA is now applied 
in the Digital Enhanced Cordless Telecommunica-
tion System (DECT) and the Japanese Personal 
Handyphone System (PHS). DCA is also currently 
incorporated into GSM and will be supported by 
Digital AMPS in the near future. 

As it happens, some of the efficiency gains made 
in having a DCA algorithm is lost when subscribers 

finish using a service and the system has to de-
allocate those channels that were assigned to them. 
The system has no control over the channels that 
get de-allocated as service completions happen one 
by one; that depends on the subscribers entirely. 
However , it turns out that if some of them are 
switched from their allocated channels to newly 
de-allocated channels, then there is room for im-
provement in system capacity. This procedure of 
a series of channel swaps is called Channel Pack-
ing (CP) and a method that describes how it is 
to be done is a channel packing algorithm. While 
channel assignment algorithms seek to maximize 
capacity after the arrival of each customer into the 
system, channel packing algorithms seek to maxi-
mize capacity after the departure of each customer 
from the system. 

The channel assignment problem has been ex-
tensively studied [2], [3], [5]. Not so with the 
channel packing problem. This is because cur-
rent macro-cellular systems ( eg. AMPS, GSM) 
are founded on non-adaptive methods of assigning 
channels which are collectively called Fixed Chan-
nel Assignment (FCA) schemes. In FCA schemes, 
channel packing delivers no benefit. However, in 
micro-cellular systems ( eg. DECT, PHS) where 
DCA schemes are used, channel packing does in-
crease capacity and consequently the grade of ser-
vices to customers goes up with it. 

Channel packing has not been high on the 
"must-do" list because even simple CP algorithms 
take up valuable time to run on-line. Given that 
call connection delays should be kept insignificant 
in a real-time application such as the management 
of cellular systems, diverting resources to accom-
plish channel packing is not economical. 

If this can be done without hampering the per-
formance of the system in any way and done 
quickly enough, then it might be worthwhile after 
all. That is where artificial neural networks (NNs) 
appear. The motivation for using them to do chan-
nel packing stems from their proven inherent prop-
erties: learning and parallel processing capabili-
ties. The expectation is that NN based packing 
algorithms will be as just as effective as their con-
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Figure 1: Growth of wireless services subscribers 

ventional counterparts, but much faster and thus 
more economical. In this paper, we demonstrate 
that this expectation is valid. Firstly, we describe 
a DCA algorithm, MaxAvail [6], upon which our 
proposed channel packing in loosely based. Then, 
the CP algorithm is transformed into a quadratic 
optimization problem and the resulting Liapunov 
function serves as the energy function of a Hopfield 
neural network (HNN). This neural model is later 
employed on-line in two micro-cellular systems and 
its performance rated according to a pre-defined 
performance index. 

2 The MaxA vail Algorithm 

In DCA methods in general, channels are not dis-
tributed to cells in advance. On the contrary, all 
channels that are in the system collectively form a 
'pool'. From this set, channels are assigned, one at 
a time. Any channel can be assigned to a call in 
any cell as long as the interference conditions are 
not violated. Interference conditions are handled 
by the concept of reuse groups. A reuse group typ-
ically comprises a cell and its six neighbours. A 
channel that is in use in the central cell cannot be 
used in the surrounding six cells. 

The cell within which a call arrives or a call 
departs will be the call-cell. Handovers can be 
thought of as call departure in one cell and call 
arrival in another. 

Generally, any channel (in any cell) that is car-
rying a call is said to be busy. All other channels 
are free. However, all free channels cannot be as-
signed to incoming calls. For instance, two new 
callers from two cells, each falling into the other's 
re-use group, cannot be given two free channels of 
the same frequency band as that would breach the 
interference constraint. Any free channel that can 
be assigned without violating the interference con-
straints is an available channel. All busy channels, 
of course, are unavail~ble~ Not all free channels are 
available, though all available channels are neces-
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sarily free. 
In MaxA vail, of all the channels that are avail-

able in the call-cell, the one that still leaves the 
maximum number of channels available for future 
assignments in the entire system is allocated to the 
incoming call. This is handled by computing the 
System-wide Channel Availability (SCA), defined 
as: 

SCA(i) = 2:: No. of available channels in one cell 
all cell& 

for each available channel i in the call-cell. The 
channel that maximizes the SCA is the output of 
the Maxavail algorithm. If two or more channels 
give the same maximum, then any one of them 
can be assigned. In the absence of any available 
channels in the call-cell, that call is blocked and 
cleared. It can be proved (10] that the channel 
that maximizes the SCA is also the channel that 
is busy in the most number of outer cells. Outer 
cells are the ring of cells surrounding the call-cell's 
reuse group. The MaxAvail algorithm, shown as 
a flow diagram in Fig.2, is best explained through 
an example. 

#1 #2 #3 #4 #5 #6 
cell 1 1 0 1 0 1 0 
cell 2 0 1 0 0 0 0 
cell 3 0 0 0 0 0 0 
cell 4 1 1 0 0 1 0 
cell 5 1 0 1 1 0 1 
cell 6 1 0 0 1 0 0 
cell 7 1 1 0 1 0 0 
cell 8 1 0 1 0 0 1 

Table 1. The state of a system 

Consider an (imaginary) cellular system where 
cells 2 and 3 are in cell 1 's reuse group and cells 
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4-8 are outer cells to it. The system has 6 channels 
in total. Table 1 captures the state of the system 
at some moment in time. Channels #1, #3, and 
#5 are busy in cell 1, channel #2 is busy in cell 2, 
and so on. There is a subscriber requesting a call 
connection in cell 1. Which channel sho.uld be as-
signed to him according to MaxAvail? Obviously, 
none of #1, #3, or #5 as they are all busy. Not 
even #2, as it is unavailable to cell 1. The only 
available channels are, then, #4 and #6. The for-
mer is in use in three of the outer cells while the 
latter is in use in just two outer cells. Since Max-
A vail picks the available channel that is busy in 
the most number of outer cells, the choice would 
be #4. Thereafter, for the duration of the latest 
call, #4 is busy in cell 1 and free but unavailable 
in cells 2, 3. 

3 The Channel Packing Algorithm 

Our proposed algorithm borrows the idea of 
system-wide channel availability that is present in 
MaxA vail. It seeks to maximize the SCA after call 
departures (and handoffs out of a cell). 

• For each busy channel i in the call-cell, com-
pute system-wide channel availability, SCA(i). 

• Find the busy channel i* which minimizes this 
sum. ie. SCA(i*) ~ SCA(i), where i is an 
element in the set of all busy channels in the 
call-cell. 

• For each available channel j in the call-
cell, compute system-wide channel availability 
SCA(j). 

• Find the available channel j* which maximizes 
this sum. SCA(j*) 2: SCA(j), where j is an 
element in the set of all available channels in 
the call-cell. 

• If SCA(r) > SCA(i*), then switch call-in-
progress on channel i* to channel j* . Oth-
erwise do nothing. 

• Repeat steps 1 to 5 until SCA(j*) ~ SCA( i*). 

The CP algorithm, too, is best illustrated 
through an example. Instead of a new call request 
in cell 1, let us say there is a call departure in it; a 
subscriber in cell 1 completes a call and as a result 
channel #1 is now free. In that cell, as #5 is busy 
in just one outer cell (#3 is busy in two outer cells) 
the call carried by it is transferred on to #1. This 
tranferral is what is called channel packing. Now, 
#5 is free while #1 is (again) busy. One may won-
der why bother packing channels when the next 
call request in cell 1 can be given #1 straight away, 
and all would be well. All would not be well, be-
cause the chances are that the next call request 
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is somewhere else and then #1 could become un-
available in cell 1. (Of course, if the call departure 
had been on #5 to begin with, then no packing is 
required). Note also that the last step in the CP 
algorithm is redundant if packing is done after ev-
ery single call departure from the system; the most 
number of channels that can be rearranged is just 
one. In this case, it will be noted that a busy chan-
nel will be packed, if at all, onto the channel that 
has just become available. 

Sometimes, however, it is prudent to pack chan-
nels periodically and not necessarily after each call 
departure. The last step in the CP algorithm pro-
vides for multiple packings at a time. For instance, 
in our example, after #5 is packed onto #1, #3 
can be packed onto #4. We do not consider the 
scenario of bulk packing here. 

4 The Hopfield Neural Network 

What the HNN ought to do is two-fold: it has to 
pick the channel that has to be transferred to the 
newly freed (or de-allocated) channel ifthis will in-
crease the SCA immediately. If not, it should not 
pick any channel at all. The former specification 
is satisfied when one of the neurons with a 'high' 
input (denoting busy channels in the call-cell) goes 
'low' if the neuron that has changed state is made 
to correspond to the channel that is busy in the 
least number of outer cells; ie. it should be the 
global minimum of a suitably defined energy func-
tion. If the channel that is newly freed of a call 
is different to the channel that globally minimizes 
the energy function then the swapping of channels 
is carried out. Otherwise none is necessary. 

Given all of the above observations, the energy 
fumt.ion for the HNN which implements channel 
packing can be formulated: 

n m n m+l 

EN(V) = A L:<vli I: Vj;) + B L:<vli E VJ";) 
i=l j=2 i=l j=m+l 

n 

+C(E V1;- N) 2 (1) 
i=l 

Hert', 
~ Ji = neuron output of channel i in cell j 
n = number of channels in the cellular system 
111 = number of cells in a re-use group 
I = number of outer cells 
N = number of calls in progress in the call-cell 

When all the interference criteria are satisfied, 
the first term of eq.1 is minimized to zero. The sec-
ond term is minimized when the neuron that repre-
sents the channel that is busy in the least number 
of outer cells changes state from 'high' to 'low'. 
Therefore, minimizing the first term alone means 
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Figure 3: HNN for the CP algorithm. Dashed lines 
denote single connections. Continuous lines denote 
n parallel connections 

choosing a busy channel in the call-cell, while mini-
mizing the first and the second terms means choos-
ing the busy channel that minimizes the SCA. The 
third term is a quantity that is minimized ( = 0) 
only when the number of 'high' outputs in the out-
put vector of the HNN equals the number of calls in 
progress in the call-cell. This extra term is crucial; 
it tells the HNN to change the state of one neuron 
and not two or more. The three parts have to be 
properly weighted so that the global minimum is 
the same as the CP algorithm's option. The selec-
tion of the constants A, B and C is similar to that 
of in [10]. 

A schematic diagram of this modified HNN is 
shown in Fig.3. We see that only n neurons are 
needed when there are n channels in the cellular 
system. They are all unipolar, continuous neu-
rons. Unipolar, because eq.1 requires that 'low' 
outputs be zero. Continuous, because convergence 
is smoother. The transfer function for each neuron 
IS: 

1 
f(x) = 1 + e-u:c 

where u is a learning constant and xis the weighte.d 
sum of all the inputs. Convergence is via a fixed 
number of random, asynchronous updates. Just 
before the start of the first iteration, neurons with 
a 'low' input are locked. They do not participate in 
any iterations. These represent channels that are 
free in the call-cell (both available and unavailable) 
and since the search for the channel to be packed 
is confined to the busy channels only, neurons rep-
resenting free channels can be safely locked away. 
(Neurons that go 'low' during convergence are not 
locked; only the ones that were 'low' to begin with 
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~ 

Australian Journal of Intelligent Information Processing Systems 

display 
system 

statistics 

departure 

HNN 

choose 
I . handoff cell 

update 
system 
status 

Figure 4: Flowchart for simulation 

21 

are locked). At the end of all the iterations, the 
input and the output vectors are compared. If the 
Hamming distance between them is exactly one, 
then the neuron that went from 'high ' to 'low' indi-
cates the channel that carries the call that is to be 
transferred. If the Hamming distance is zero, then 
no packing is warranted. If the distance is more 
than one (two or more neurons changing state) 
then we have an unsuccessful convergence as the 
HNN has settled into a local minima. 

The notoriety of Hop field neutworks to converge 
to a local minima is well known [4], [7]. Various 
heuristics have been successfully suggested in the 
literature to overcome this contingency. But, they 
are all problem specific. A somewhat universal and 
superior heuristic, known as Simulated Annealing 
is not considered here. The reason is that such a 
refinement involves the periodic calculation of the 
energy function in real-time, a task which cannot 
be incorporated into a hardware design. Instead, 
a simple rule-of-thumb, 

After every iteration, any one neuron that 
is not locked and 'low' can spontaneously 
change its state to 'high ' with probability 
pE(O,l), 

was found to be adequate. Some heuristic is neces-
sary while convergence is in progress as the HNN 
was prone to fall into local minima that have more 
than the required number of 'O's in them. 

5 Simulation 

All call arrivals are taken from a Poisson distri-
bution with a mean rate of A Erlangs per cell. 
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Besides, they are also spatially homogeneous so 
that all cells experience the same traffic density. 
Call holding times are taken from a negative expo-
nential distribution that has a mean of unit tiine. 
Therefore, the departure rate is proportional to 
the number of calls in progress in the system. No 
queues are used; all failed requests for access are 
cleared. 

The performance of a NN based packing algo-
rithm at a particular traffic load is measured by 
the New Call Blocking Probability (BN) which is 
defined as: 

BN = number of blocked calls in a cell 
number of call attempts to that cell 

One simulation (see Fig.4) consists of a fixed 
number of 'events' at a certain offered traffic load. 
An event can be either an arrival or a departure. 
(Lack of writing space dictates that handoffs are 
not to be considered here. Handoffs are incor-
porable as a third type of event. However, their 
absence does not change the conclusions that are 
drawn here). If an event is an arrival, then a cell 
is randomly chosen as the call-cell and a channel 
assignment is sought within it. If the event is a 
departure, then a cell is chosen with a probability 
that is proportional to the number of calls in it. 
From this cell, a call in progress is randomly cho-
sen and cleared. After each call departure, channel 
packing is sought via the HNN and carried out if 
it finds one necessary. 

The performances of HNN based algorithms are 
now evaluated in two different platforms: The 25 
cell, 45 channel system and the 49 cell, 105 channel 
system (see [9]). 

6 Application to a 25 cell system 

All45 channels in this system form a 'pool'. There 
are no channel group restrictions as in [1]. Call-
cells have the freedom to assign any channel from 
the pool according to the Maxavail algorithm. The 
new call blocking probabilities, with CP and with-
out CP, are graphed against offerred traffic for dif-
ferent NNs in Fig.5. 

It is seen that there is an improvement -
marginal, though it may be - in having channel 
packing in a system. Why is the difference be-
tween the two curves not greater? Channel packing 
increases capacity in the very short-term. Gains 
made in the short-term are not generally held on 
in the long-term when call arrivals, departures, and 
handoffs are all known to be stochastic processes. 
If future traffic patterns are predictable, then the 
discrepancy between the curves would be greater, 
but we do not assume that the flow of traffic is 
known before hand. Not all the extra efficiency 
squeezed out of CP algorithms is eventually wasted 
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as there is a difference between the two curves. 
When capacity increases from other avenues bring 
diminishing returns, the marginal increases bought 
through channel packing algorithms would become 
important in future cellular systems. 

1 Application to a 49 cell system 

The previous system can be viewed as a standard 
platform on which NN based schemes are tested 
and their performances rated. However, it is the 
49 cell system, that is current in some systems and 
is proposed for future ones. It boasts a larger reuse 
group consisting of a cell and its 18 neighbours. 
The size of this system and the resulting complex-
ity that it implies make it a good proving ground 
for any NN based packing schemes. Fig.6 ampli-
fies what has already been discussed about CP, but 
from the standpoint of a more realistic system. 

8 Conclusion 

The performance of a Hopfield neural network to 
dynamically pack channels in a cellular mobile 
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communication system was studied. The CP al~ 
gorithm was first transformed into a problem of 
minimizing an energy function. This allows a 
HNN, suitable for finding solutions to optimization 
problems, to be introduced with few modifications. 
Simulation results yield that when.new call block-
ing probabilities are compared, there are gains to 
be made by having channel packing in both cellular 
systems. Such marginal improvements, routinely 
sought in network management, could outweigh 
the extra cost in infrastructure. So far, channel 
packing was not viable as the time it took to do 
that could be better spent on other aspects of net-
work optimization. But, the introduction of neural 
networks- which can converge to a solution in the 
order of nanoseconds - has made it possible not to 
trade-off performance for speed. We have demon-
strated that the HNN can pack channels yield-
ing a slight increase in capacity if the meCJ,n new 
call blocking probability is taken as a performance 
measure. 
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ABSTRACT 
The Quality Assurance in Maternity Care (QAMC) project has developed neural network 

and conventional statistical models to predict risk of adverse pregnancy outcome. Several aspects 
of the development of this application are of interest to the connectionist community. In this 
paper we describe how we tackled the problems of feature selection and modelling in large 
amounts of perinatal data (771 571 cases). We also discuss some of the problems that prevent 
neural networks from finding a receptive audience in the clinical domain. At the heart of these 
difficulties lie issues about data collection and reliability, however, the lack of interpretability in 
connectionist solutions is also a significant drawback. We also provide details of how to access 
various prediction models via the QAMC project's interactive Web page. 

1. Introduction 

The QAMC project began in 1995 with the pri-
mary aim being to explore artificial neural net-
works for obstetric risk prediction. This investi-
gation required neural networks to be meaningfully 
compared to alternative risk models and detailed 
descriptions of this research are given in [7, 8]. The 
initial motivation behind the project was 

1. to try to develop systems that could provide 
clinicians early warning of cases with a high 
risk of having specific adverse pregnancy out-
comes (APO); 

2. to see whether useful models of risk could be 
constructed from large databases of routinely 
collected perinatal information; 

3. to address theoretical issues, such as how to se-
lect good predictors of outcome using the infor-
mation contained in large medical databases. 

• This work was funded by the Quality Assurance in 
Maternity Care project, EC Biomed Grant Ref. BIOMED 
1 CT93 1113. The first author gratefully acknowledges The 
British Council, for providing travel funding for him to take 
up the position of research associate with the QAMC project. 

As the project evolved, it became clear that there 
was an additional reason for doing this research: 
to report on the factors which currently restrict the 
usefulness of medical risk prediction systems. These 
factors are discussed in [6]. 

This paper focuses on issues of relevance to these 
wishing to use neural networks in medical risk 
prediction or related problems. First, we give 
an overview of the research that was conducted, 
then we highlight difficulties encountered in bring-
ing neural networks (and other methods) to bear 
on risk prediction in obstetrics. Where possible, 
we show how such difficulties were (or might have 
been) avoided. Our hope is to provide useful in-
formation to other researchers applying neural net-
works t~medical risk prediction or related problem 
domains. 

2. Overview of research 

2.1. The initial problem specification 

The project commenced with a list of 20 APOs 
deemed by clinicians to be important quality 
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indicators1 • These indicators are listed fully in [6] 
and range from relatively mild adverse outcomes 
(e.g., maternal re-admission within 14 days of dis-
charge) to extremely serious (e. g., maternal death). 

Initially, our task was to forecast the risk of 
a given mother experiencing any 9f the specified 
APOs. Risk was to be modelled on the basis of 
retrospective information contained in four large 
obstetric databases (over 1.2 million records total) 
from different parts of the European Community. 
Each database used different sets of measurements 
to describe maternal health status. 

2.2. A more manageable problem 

Each of the specified APOs is an important mea-
sure of the quality of care provided to mothers and 
babies. But, while it is certainly desirable to reduce 
the incidence of any of these APOs, it does not nec-
essarily make sense to do this by predicting the risk 
of a mother or baby experiencing such an outcome. 
For example, it would be of little use to forecast a 
high risk of maternal re-admission within 14 days 
of discharge without identifying the root cause of 
that outcome. This, and other factors, allowed the 
list of 20 APOs to be reduced to 5 outcomes that 
are both meaningful and feasible to predict from 
available information. · 

We further simplified the . prediction task by 
choosing one perinatal database: the Scottish Mor-
bidity Record (known as the SMR2). This was 
the largest of the available databases, containing 
records of 771 571 singleton births that occurred 
between 1990-91. Of the four datasets, the SMR2 
gave the most detailed case description by using 
ICD-9 codes [16] to represent maternal health sta-
tus. This meant that the SMR2 had over 300 vari-
ables that could be used as outcome predictors. The 
next step was to decide exactly which APO to pre-
dict and which variables to use in that prediction. 

2.3. Feature selection using EAD 

When building predictive models using finite 
amounts of data, there is is a trade · off between 
a model's complexity and the accuracy with which 
its parameters can be estimated. Omission of one 
or more predictors simplifies a model and can lead 
to more accurate parameter estimates, thereby im-
proving prediction performance [13, Section 3.8]. 
Furthermore, with the SMR2 data, some form of 
feature selection was needed to reduce the amount 
of computation required to train models, and also to 
indicate to clinicians which variables were relevant. 

Certain aspects of the SMR2 data and the prob-
lem setting led us to develop a new feature selection 

1 Here, quality refers to. the standard of obstetric care 
received by mothers. 
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criterion called expected .attainable discrimination 
(EAD) which is fully described in (6]. The remain-
der of this section gives a brief overview of this 
measure. 

Most variables used in the SMR2 data are dis-
crete (i.e., nominal or ordinal); those that were 
continuous (e.g., maternal age) could be easily dis-
cretized. This discrete representation meant we 
could easily build a simple histogram probability 
model [1] of the data which could then be used 
to provide a performance benchmark. Performance 
was measured in terms of the area under the re-
ceiver operating characteristic curve (AUROC), a 
non-parametric measure of how well a prediction 
model discriminates between adverse and benign 
outcomes [2). We adopted this measure, instead 
of misclassification rate, for two reasons. (1) Our 
ultimate goal was to forecast the risk associated 
with a mother's health state, not to classify the 
state as "at risk" or "not at risk". While a decision 
about whether to intervene had to be made even-
tually, it was not appropriate for us to make that 
decision for the clinician managing the case. (2) 
The costs of correct and incorrect misclassification 
were not specified, so we could not calculate the 
optimumdecision threshold. The ROC curve sum-
marises prediction performance across all possible 
thresholds. 

Exact details of how EAD is calculated are given 
in [6] but, in essence, it tells us the performance 
(i.e., AUROC) we could expect to achieve with 
a simple histogram probability density model of a 
given dataset. Expected performance is measured 
by averaging the AUROCs obtained with the den-
sity model on several random training/test parti-
tions of a dataset. This stochastic aspect of EAD 
means that any search heuristic that uses it as a 
feature selection criterion will return slightly differ-
ent results each time the search is repeated. This 
a natural consequence of the uncertainty about the 
features that are important in solving a given prob~ 
lem; such uncertainty arises because we are trying 
to estimate model parameters with a finite amount 
of data. 

Hanley and McNeil (3] proposed another use-
ful benchmark: maximum attainable discrimination 
(MAD), and Figure 1 (left) presents a typical plot of 
EAD and MAD used in combination with a sequen-
tial forward selection [13] search heuristic2 • (The 
APO of interest in that figure is failure to progress 
in labour.) 

Figure 1 (left) shows that EAD- the histogram 
probability density model's ability to discriminate 
between adverse and benign outcomes in new cases 
- rapidly increases as the first few predictor vari-
ables are used to represent the SMR2 data3 . How-

2 Forward selection using EAD is known as FEAD. 
3 Note that Figure 1 plots results obtained on 540 905 
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Fig. 1: (Left) MAD (upper curves) and EAD (lower curves) for prediction of failure to progress, obtained over 20 runs of 
FEAD . Error bars show one standard deviation above and below each point estimate. Features are added, one at a time, 
from left to right, starting with a single feature model. 
(Right) The test set performance of different prediction models plotted against the number of features used by those models. 

ever, as more and more features are used to repre-
sent the same fixed amount of data, prediction per-
formance diminishes. From this exploratory plot, 
we gain a rough idea of the level of performance we 
should expect from more sophisticated models, i.e., 
models that bring prior beliefs to the problem (in 
contrast to the bias-free histogram density model). 
The EAD curves of Figure 1 suggest we should 
(:'Xped a neural network to obtain an AUROC of 
a t least 0.77 when predicting failure to progress in 
labour using SMR2 data. This kind of rough perfor-
mance estimate was used to decide which APO to 
use in initial experiments. The APO that seemed 
to be most predictable was failure to progress in 
labour and we focus on this outcome for the rest of 
this paper. 

2.4. Building prediction models 

The order in which features are selected by the 
FEAO algorithm gives an indication their discrim-
inative power. However, FEAD does not decide 
which subset of features should be carried forward 
into the next stage of modelling. On the basis of 
20 runs of FEAD (Figure 1 (left)), and for reasons 
discussed in [6]. we chose 35 variables to represent 
SIHH2 data in modelling risk of failure to progress 
in labour. For comparison , we also considered a 49 
variable representation, as well as a 4 variable set 
that did not include ICD-9 codes . 

We trained a variety of prediction models (see 
[7]) but, here, we present the results obtained with 
three: logistic regression (LogReg) [4], ensembl(:'s 
of neural networks (NetEns) [1) and a lookup table 
smoothed with a Dirichlet prior (LkpTab) [9). l\Iod-
l'ls were trained using Sl\1 H2 records from 1980- 88 

Sl\1R2 records c-ollected between 1980- 88. The remaining 
176 81 2 records collec-ted from 1989-91 were used as an in-
dependent test se t. to evaluate prediction models. 

and tested on SMR2 records from 1989-91. Fig-
ure 1 (right) shows the test set AUROC obtained 
by each model on each representation. 

For someone hoping to exploit the nonlinear mod-
elling capability of neural networks, a striking as-
pect of these results is the almost identical perfor-
mance of the linear LogReg and nonlinear NetEns 
models. One possible explanation is in the way 
in which continuous variables (e.g. , maternal age) 
were discretized and represented by a 1-of-N encod-
ing [1), allowing a linear model to capture nonlinear 
relationships between these variables and the out-
come. It is interesting to note, however, that similar 
absence of nonlinear relationships was observed in 
another medical risk prediction problem in which 
age retained a continuous representation (11) . 

2.5. Making risk predictions available 

The 35 and 4 variable risk models were made avail-
able to a wider audience via the World Wide Web4 . 

These models are not intended to be used for the 
management of patients, rather , they have been 
made available to demonstrate the benefits and 
shortcomings of this approach to medical risk pre-
diction . At present , the QAMC project is actively 
seeking feedback about this system (via the Web 
page) from clinicians , midwives and other inter-
ested per;sons . 

3. Discussion 

3.1. Practical issues in modelling 

Large amount.s of data can be problematic for 
models that are computationally intensive to train. 

4 See http://svr-vvv.eng.cam.ac.uk/projects/qamc. 
All QAl\IC publications. including [6. 7, 8] . are available via 
t.his site. 
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e.g., neural networks. We managed to reduce the 
amount of computation by a factor of 10 through 
exploiting the discrete representation of the perina-
tal data. With a 49 variable representation, only 
67 782 distinct feature vectors appear in the SMR2 
data. It was straightforward to w~ight the cross-
entropy error function by the number of adverse 
(ai) and benign (b;) outcomes associated with each 
distinct pattern (z;) and output y(·) 

E = -La; log(y(z;)) + b; log( I- y(z;)), 

and so avoid processing identical pattern vectors 
during training. 

Rather than adopt a Bayesian approach to neu-
ral network training, it was expedient to use the 
early stopping methods described by Rasmussen 
[12]. This allowed us to train ensembles of 20 net-
works in reasonable time ( < 24 hours) - an ob-
jective we were unlikely to achieve with the second 
order methods needed for Bayesian approximations 
[1] or Markov chain Monte Carlo techniques (10] . 

As discussed in Section 2, we developed EAD 
methods to implement ' feature selection in situa-
tions with large amounts of data and variable de-
cision costs. The order in which FEAD selected 
features was in accordance with conventional ob-
stetric wisdom. This is notable since the algorithm 
operated on database information alone, without 
recourse to expert opinion or prior assumptions. 
However, for reasons discussed in (8] we have been 
unable to provide a truly satisfactory quantitative 
assessment of EAD as a feature selection criterion. 

Recently, Kohavi and John's description of filter 
and wrapper approaches to feature selection has 
been brought to our attention (5]. Filter meth-
ods assess the merits of features without regard 
for the eventual prediction model whereas wrapper 
methods incorporate tl).e prediction model into the 
feature selection process. The wrapper approach 
selects features on the basis of performance esti-
mates as described by Siedlecki and Sklansky (13, 
Section 3.4]. Feature selection using EAD is a fil-
ter method and more appropriate as a precursor 
to neural network modelling. Although EAD gives 
pessimistic estimates of the prediction performance 
of biased models (8], it is able to capture any inter-
actions between variables and, unlike the wrapper 
method with neural networks, it does not demand 
infeasibly large amounts of computation. Further-
more, EAD is designed for situations where decision 
costs are variable or difficult to specify. 

3.2. Application issues 

There is a plethora of publications on neural net-
works in biomedical problems (15] yet far fewer ex-
amples of connectionist systems being used in clin-
ical practice. There are a number of reasons why 
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clinicians may be reluctant to use systems like those 
available in the QAMC project's Web page (see [6] 
for detailed discussion) . Foremost among these are 
limitations that arise because of the nature of the 
data and the way in which it was collected. 

None of the databases available to the QAMC 
project were collected with the objective of risk 
prediction in mind. At this time, perinatal data 
is gathered for legal reasons, hospital administra-
tion reasons, and as a means to provide a quality 
audit. These objectives have a profound effect on 
the different kinds of information gathered, and the 
reliability with which they are recorded. In short, 
no amount of sophisticated risk modelling can make 
up for the absence of relevant information in that 
data that has been collected. This is certainly the 
limiting factor in predicting the risk of failure to 
progress (as discussed in [7]). By presenting the 
QAMC Web page we hope that clinicians will see 
the potential benefits of gathering and recording 
more informative patient details. 

Although quality audits (such as described in (7]) 
go some way towards reassuring us that database 
information is fairly consistent with case notes, they 
cannot establish whether case notes are consistent 
with reality. Systematic inconsistencies in case 
notes can have serious consequences for the accu-
racy of risk prediction models trained on retrospec-
tive data. One way in which case notes could distort 
the true characteristics of a patient population is 
by presenting different levels of detail in different 
patient records. We suspect this to be the reason 
behind certain discrepancies observed in the SMR2 
data [6]. 

The Achilles' heel of the models described in Sec-
tion 2.4 are in their use of ICD-9 codes to represent 
maternal health status. At project review meet-
ings, clinicians have consistently commented that 
codes such as 6525 (high head at term) or 6429 
(unspecified hypertension) are vague and open to a 
considerable degree of interpretation. This is not 
just a problem with the SMR2 data; other datasets 
contain their own variety of imprecise terms. The 
net effect is to reduce the utility of any systems that 
use these codes as predictors of outcome. 

Difficulties with ICD-9 and other diagnostic 
codes lead to the development of the 4 variable risk 
models (mentioned in Section 2.4) that used only 
non-ICD code information. Still, problems caused 
by vagu~ diagnostic terms raise the question of why 
this information was recorded in the first place. 
One thing is clear: if large medical data bases are to 
be used to develop accurate and meaningful models 
of risk, the information they record must be defined 
more rigorously. It is only through attempting to 
develop such. risk prediction models that this issue 
comes to light. 

Leaving aside the question of whether accurate 

Australian Journal of Intelligent Information Processing Systems Autumn 1998 



28 

risk prediction models could be built, it is difficult 
to say whether there is a place for such systems in 
modern medical practice. Would clinicians actu-
ally find a percentage risk estimate useful in case 
management? This is an issue on which we hope 
to obtain some feedback about from visi.tors to the 
web page. The successful application of technol-
ogy is an incremental process, but if there is little 
enthusiasm for the ultimate objective of that appli-
cation, the process will founder. Certainly, the lack 
of interpretability of neural network predictions will 
be a major issue. Given the highly linear nature of 
the relationship between predictors and failure to 
progress, there is a lot to recommend the simple 
LogReg model whose coefficients have a meaningful 
interpretation. Ba:yesian belief networks (see, e.g., 
[14]) seem to have appeal in this regard, but it is not 
clear (a) whether meaningful conditional indepen-
dence relations could be found among the variables 
available, (b) whether training such systems is fea-
sible with over 770 000 cases, and (c) whether any 
greater diagnostic accuracy could be achieved. 

4. Summary 

We have given a brief overview of the QAMC 
project's research and touched upon many of the 
problematic issues we encountered. We are still 
seeking feedback and suggestions via the project 
web page but we hope that some of the solutions de-
scribed in this paper will be of value to researchers 
working in similar problem domains. 
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ABSTRACT 
We examine the use of an unsupervised learning vector quantisation (LVQ) algorithm for 

.cluster analysis and radar pulse train deinterleaving. A modification to the conventional LVQ 
technique is proposed and results in a neural network with improved performance and which 
adapts itself to the signal environment. The new method provides an enhanced degree of 
robustness to cluster initialisation and to the order in which the data are presented to the 
clustering network. It also has the potential to offer computational savings and is general 
enough to be applicable to other areas of signal recognition and signal classification. 

1. Introduction 

Pattern recognition techniques, including those 
based on neural networks, 'are well suited . to the 
types of processing carried out by a radar intercept 
receiver in monitoring the ac.tivity of the radar sig-
nal environment. Radar intercept receivers are fre-
quently required to deinterleave a time interleaved 
signal, for example, that results from the simultane-
ous reception of the pulsed emissions from multiple 
radar sources. The application of cluster analysis 
techniques can be a particularly effective method of 
assisting with the required signal separation. Clus-
ter analysis might also form the first component 
of a multi-stage deinterleaving process and could 
be followed by a pulse time of arrival deinterleav-
ing method; the primary objective being to provide 
radar source identification in a timely manner. In 
addition to being computationally efficient, the sig-
nal separation algorithms must also be robust to 
signal environment uncertainty and to missing and 
false data. 

Radar pulse train deinterleaving is performed us-
ing one or more · radar signal descriptors that are 
made available to the deinterleaving processor, ei-
ther on a pulse-by-pulse basis, or in time-ordered 
batch data format. The radar signal parameter or 
feature set typically includes the following : pulse 
width, pulse amplitude, pulse time of arrival, angle 
of arrival, radio frequency, and other intra-pulse 
features. In this article we consider the use of 
clustering techniques based on a signal parameter 
feature vector or in.put vector comprising the radio 
frequency (RF) and angle of arrival (AOA) param-
eters. The cluster based deinterleaving technique 
readily admits the incorporation of additional. sig-

nal descriptors however. 
The neural network based cluster method that 

we investigate here for signal separation and signal 
classification relies on an unsupervised version of 
the learning vector quantisation {L VQ) algorithm 
[2], and is an example of a competitive learning 
technique. The algorithm is also quite closely re-
lated to the classical K-means clustering method 
(e.g., see [3]). The LVQ algorithm in its standard 
form has been applied to the pulse train deinter-
leaving problem previously in [1]. 

In this article the conventional LVQ algorithm is 
applied to a simulated data set, but with limited 
success. To overcome several deficiencies of the 
standard technique when used in connection with 
the signal separation and recognition problem, we 
propose a modified, data driven version that pro-
vides improved performance and which adapts itself 
to the signal environment under consideration. 

2. Cluster Analysis 

Clustering algorithms are designed to partition un-
labelled feature vectors into clusters or groups, in 
such a way that the input vectors belonging to 
a particular cluster exhibit similar features, while 
differing from those features associated with the 
remaining clusters. 

2.1. Conventional LVQ Algorithm 

Let x(n) denote a stochastic vector of observations 
of dimension P, that represents the signal feature 
set selected for cluster analysis, with 
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where n = 0, 1, ... , N - 1 denotes the discrete 
time indexing of the measurements. We also define 
a set of L codebook vectors, {mz(n)}f=l• each of 
dimension P, such that 

with n = 0, 1, ... , N - 1. For the deinterleav-
ing problem of interest, these code book vectors act 
as a series of signal reference feature sets for the 
intercepted radar emissions. Comparison of the 
codebook vectors with the feature vectors that are 
fed into a clustering network, allows the network 
to discern patterns and to recognise clusters in a 
multi-dimensional feature space. In the "winner 
takes all" approach to codebook comparison, the 
codebook vector, mc(n) , closest to z(n), in terms 
of a weighted minimum Euclidean distance measure 

d[z(n), mc(n)] = llz(n)- mc(n)llw, (3) 
min{l!z(n)- mz(n)llw} ,(4) 

I 

with l = 1, 2, . .. , L, is updated according to 

mc(n + 1) = mc(n) + a(n) (z(n)- m c(n)], (5) 

where c E {1, 2, . . . , L}, and a(n) describes a 
scalar-valued gain term. The remaining codebook 
vectors are left unchanged, i.e., 

mz(n + 1) = mz(n) for l f c. (6) 

The LVQ algorithm as presented above, may be im-
plemented using a feedforward neural network and 
represents the technique in its simplest form, other 
more elaborate versions also exist (e.g., see (2]) . 
The input layer of the network is made up of N 
nodes , each of which is connected directly to L neu-
rons which comprise the output layer. The neural 
network weights associated with the processing ele-
ments of the output layer, correspond to the set of 
reference codebook vectors {mz(n)}f=l' A parallel 
implementation of the LVQ technique results in a 
computationally efficient clustering algorithm. 

The gain term, a(n), in Equation (5) sets the 
rate oflearning, where 0 < a(n) < 1, and is usually 
taken to be a monotonically decreasing sequence 
with respect to n. From (1, 2], we will use a gain 
function of the following form 

a(n) = a(O) ( 1- N:ax) , (7) 

where n = 1, 2, ... , N- 1, a(O) defines the initial 
rate of learning, and Nmax is an integer such that 
Nmax 2:: N. As a "rule of thumb," it has been 
suggested that the number of iterations used by the 
LVQ algorithm should be at least 500L [2], where 
L is the number of neural network processing ele-
ments. It was also suggested in [2] that data sets 

of insufficient length be .recycled multiple times to 
meet the required number of iterations, in which 
case n is no longer a discrete time index, but rather, 
an iteration index number. 

In this work the Mahalanobis distance is used 
to compute distances for feature vectors contain-
ing signal parameters recorded in different units. 
Each feature vector is assumed to be corrupted by 
additive zero-mean Gaussian white noise with eo-
variance matrix denoted by :Ex. The Mahalanobis 
distance between z(n) and mz(n) is then 

llz(n)- m,(n)ll. = {t, t, w,. 
1 

. [xp(n)- mzp(n)) [xq(n)- mzq(n)]p, (8) 

with scalar weight Wpq = [:EJ;1]pq' where [·]pq de-
notes the (p, q] element of a matrix. 

2.2. LVQ Based Cluster Analysis 

To summarise, the LVQ algorithm operates by cy-
cling through each of the N feature vectors , with 
z(n) E ~P, comparing the weighted Euclidean 
distance between each codebook vector and the cur-
rent feature vector, and moving the closest code-
book vector, mc(n), towards that feature vector. 
Under appropriate conditions, the codebook vectors 
tend to gravitate towards the true cluster centroids 
as new data are presented to the network. The 
LVQ algorithm itself does not necessarily perform 
clustering however. Rather, it generates estimates 
of the cluster centroid positions which we interpret 
as an output from the cluster network 's processing 
elements. In our particular application, once all 
of the feature vectors have been processed using a 
single pass through the data and the final estimates 
ofthe cluster centroids, { mz(N -l)}f=1 , arrived at, 
each feature vector is again considered in turn (to 
allow, in part, for changes in the closest codebook 
vector), and classified as a member of a specific 
cluster based on the following criteria: 

1. nearest neighbour selection using the minimum 
distance between the feature vector z(n) and 
the codebooks {mz(N- l)}f= 1 ; 

2. inclusion of a feature vector within a cluster 
boundary. 

We note that missing data are not likely to repre-
sent a significant problem to the cluster algorithm. 
However, the latter of the above two criteria is used 
in the signal' separation problem to reject outliers 
corresponding to noise or false pulses. 

Cluster boundaries are constructed using the esti-
mated means of the noise corrupted feature vectors, 
together with the covariance matrix, :E:c, of the 
noise which we assume known . If in fact :E;,: is 
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unknown, it should be estimated as part of the clus-
ter analysis process. The observed within-cluster 
variations in feature vectors, which we model us-
ing Gaussian distributions, are assumed to arise 
from intercept receiver measurement errors. Let 
{z(n)}:;;~ denote a sequence of vector observa-
tions with z(n) distributed according to a multi-
variate Gaussian distribution with covariance ~z. 
A feature vector z(n) is then accepted as a member 
of the nearest cluster with codebook mc(N- 1) if 

where da defines the cluster acceptance threshold 
and is sometime referred to as the "number of sig-
mas" of the region. The cluster association region 
represented by Equation (9) corresponds to an el-
lipsoid of probability concentration. 

Allocation of a feature vector to a particular 
cluster constitutes the signal separation or deinter-
leaving process and feature vectors that are clus-
tered together could then be passed off to a post-
processor if desired. Final codebook vectors could 
also be used to assist with radar source classification 
and identification. 

2.3. Cluster Network Initialisation 

If training data sets are available in the form of 
labelled feature vectors that are known to be as-
sociated with a particular source class, codebook 
vectors could be assigned during a cluster network 
training phase using supervised learning. Unfortu-
nately, supervised learning is not likely to be prac-
tical for the pulse train deinterleaving problem for 
several reasons. First, the AOA parameter, which 
is recognised as a particularly effective signal dis-
criminator, cannot be known a priori. Second, the 
large number of radar emitter types and modes of 
emitter operation wilLresult in a prohibitively large 
number of codebook vectors for comparison with 
the input vectors. In the absence of training data, 
random initialisation of the codebook vectors would 
appear to be standard practice; the only provision 
being that the codebooks are seeded using different 
numerical values. 

Note that in the standard implementation of 
LVQ, the number, L, of neural processing elements 
or codebook vectors must be set prior to the analy-
sis of any data. Naturally, this number reflects the 
number of clusters that are believed to exist in the 
data set. In the pulse train deinterleaving appli-
cation however, one is effectively trying to solve a 
blind signal separation problem in which one does 
not have prior knowledge of the number of sources 
that give rise to the signal environment. In Sec-
tion 2.5 we propose a cluster allocation method that 
largely avoids this issue by dynamically creating 
new cluster processing elements as needed. . 

31 

2.4. Pulse Train Deinterleaving Example 

We now consider an example that illustrates the 
performance of the LVQ algorithm for the radar 
pulse train deinterleaving problem. We will use a 
simulated benchmark data set comprising uncorre-
lated RF and AOA measurements, and define the 
feature vector z(n) by 

z(n) = [rf(n) aoa(n)f. (10) 

Each RF and AOA measurement is assumed to be 
independently Gaussian distributed with a variance 
of u;1 and u~oa respectively, so that I:,., is given by 
~x = diag( u; 1 , u~oa). For the purpose of evaluat-
ing the performance of the LVQ algorithm, we will 
concentrate on the data that defines the RF-AOA 
"region of interest" shown in Figure 1, and which 
results in N = 755 feature vectors for analysis. 

The LVQ algorithm was implemented using a 
network made up of L = 5 processing elements (to 
match the true number of clusters in the data set), 
and with a(O) = 0.9, Nmax = N, Urf = 1 MHz and 
uaoa = 1 deg. The initial codebooks, {m1(0)}?=l• 
were assigned by sampling from uniformly dis-
tributed random vectors that span the RF-AOA 
region of interest. Results typical of LVQ based 
cluster analysis are shown in Figure 1, from which 
we conclude that the conventional LVQ technique 
has performed rather poorly since only one cluster 
was correctly identified in the data. Cluster bound-
aries are also shown and correspond to da = 4. 

The reason for the poor performance of the stan-
dard LVQ algorithm could b~ related to the fact 
that we chose to compute codebook vectors using 
just one pass through the data set; the resulting 
number of algorithm iterations falling far short of 
the 2500 suggested by the rule-of-thumb of [2]. Cer-
tainly, the LVQ algorithm was found to be sensitive 
to the initialisation of the codebook vectors, since 
significant improvement was achieved by manually 
seeding the codebooks with vectors close to the 
true cluster centroids. For other data sets, addi-
tional problems included the attraction of a single 
cluster codebook to the mid-point of two closely 
spaced data distributions. Rather than increasing 
the number of algorithm iterations by recycling the 
data however, we will opt for a less computationally 
intensive strategy that is better suited to the near 
real-time processing constraints imposed on a radar 
pulse train deinterleaver. 

2.5. Adaptive LVQ Based Cluster Analysis 

In light of the apparent deficiencies of the conven-
tional LVQ based clustering algorithm for the radar 
pulse train deinterleaving application, we propose 
a simple modification that yields improved results 
and which, depending on the processor architecture 
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Fig. 1: Results of the conventional LVQ algorithm for the 
pulse train deinterleaving example and five randomly ini-
tialised codebook vectors, Initial codebooks are denoted by 
'*'s, final codebooks by '•'s and classified feature vectors by 
'+'s. Unclassified feature vectors are represented by 'o's. 

used for implementation, has the potential to offer 
computational savings. In the conventional imple-
mentation of LVQ, the potential number of clusters 
is established prior to the processing of any data. In 
contrast to this approach, we propose a data driven 
methodology, whereby a new codebook vector is dy-
namically allocated when a new cluster is required. 
Although an upper limit could be set for the total 
number of neural network processing elements cre-
ated, the number of processing elements, L(n), be-
comes a dynamical quantity, allowing the network 
to adapt itself to the signal environment. We term 
the modified method an adaptive learning vector 
quantisation ( ALVQ) based clustering technique. 

The ALVQ algorithm begins by assuming that a 
single cluster exists, i.e ., we set L(O) = 1, and seed-
ing that cluster with the codebook rn1(0) = z(O) . 
We also let {x(n) = z(n + 1)}:;;0

2 • Additional 
codebooks are then created when a new input vec-
tor is deemed to lie sufficiently distant from all of 
the codebook vectors that currently exist. Vari-
ations on this simple approach were taken in the 
application of the K-means algorithm in [3], and 
a supervised learning version of LVQ in [4]. Once 
again, we assume that the dispersion of feature vec-
tors about the cluster centroids results from mea-
surement errors , and that the measurement error 
covariance matrix is known. As each feature vec-
tor, x(n), is processed by the ALVQ algorithm, 
its distance to each of the L( n) current code books 
is calculated in the usual way, and the minimum 
distance d[z(n) , rnc(n)] recorded. If dthr denotes a 
cluster network expansion threshold parameter and 

d[x(n), rnc(n)] :5 dthr, (11) 

codebooks are updated as in the LVQ algorithm 

ALVQ Bued CIU&tar Analysis 
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Fig. 2: Results of the ALVQ algorithm for the pulse train 
deinterleaving example. Each feature vector has been cor-
rectly classified as a member of a cluster. 

and L(n + 1) = L(n). If however, the threshold pa-
rameter is exceeded, the number of neural network 
processing elements is incremented by one, i.e., 

L(n + 1) = L(n) + 1. (12) 

In this work we let dthr = 6. The new cluster is 
also seeded with a codebook vector given by 

7nL(n+l)(n + 1) = x(n). (13) 

False pulses are assumed to generate singleton clus-
ters which would fail a cluster validation test . In 
the ALVQ based cluster algorithm, two passes are 
made through the data set {x(n)}:;;l; the first 
to compute estimates of cluster centroids and the 
second to classify feature vectors as members of a 
particular cluster. The second pass through the 
data could also be used to refine the duster centroid 
estimates. If the data distributions are sufficiently 
well separated, however, a single pass should be 
possible that permits pulse-by-pulse deinterleaving. 
Centroid estimate updates and feature vector clas-
sification are then performed simultaneously. 

In Figure 2 we show the results of the ALVQ 
based clustering algorithm (including four-sigma 
contours) for the RF and AOA pulse train data dis-
cussed previously and with a(O) = 0.9, Nmarr: = N, 
u rf = 1 MHz and uaoa = 1 deg as before. The 
ALVQ algorithm has clearly performed significantly 
better than the LVQ method for this data set, with 
a total of five clusters correctly identified. 

3. Discussion 

The pulse train signal separation problem described 
herein brings to light two key questions that often 
arise when applying a clustering algorithm with un-
supervised learning. First, how should we choose 
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the number of clusters to implement the algorithm 
with? Second, how should we choose to initialise 
each cluster? The ALVQ algorithm provides an-
swers to these questions by appealing to the data 
themselves and its advantages over the conventional 
LVQ based method are as follows:. 

1. the total number of clusters does not have to 
be specified a priori, although an upper limit 
could be set; 

2. reduced sensitivity to codebook initialisation; 
3. reduced sensitivity to the order in which data 

are presented to the clustering network; 
4. the potential for computational savings since 

new cluster processing elements are only cre-
ated as needed. 

The last advantage largely relates to a serial im-
plementation of the technique, however, as opposed 
to the preferred implementation that uses a parallel 
processing architecture. It is also worth noting that 
the ALVQ algorithm is general enough to find ap-
plication in areas of signal classification other than 
the deinterleaving problem described here. 

In the Introduction we remarked that the LVQ 
based approach to cluster analysis is related to the 
classical K-means algorithm. The ALVQ algorithm 
proposed here bears quite a strong resemblance to 
the version of K-means discussed in [3]. This ver-
sion of K-means uses a single pass through the data 
to compute estimates of cluster means and begins 
by taking the first K feature vectors as the initial 
cluster means, i.e ., by setting {i1(0) = x(l-1)}~ 1 . 
It then processes the remaining data using nearest 
neighbour updates for the cluster means in a similar 
fashion to the codebook vector updates of LVQ. If 
~(n + 1) denotes the current feature vector under 
consideration and i,( n) the closest cluster mean, 
i,(n) is updated according to the recursive version 
of the sample mean estimator, i.e., 

i c(n+1) = i,(n)+g,(n+1)[~(n+1)-z,(n)], (14) 

where c E {1, 2, .. . , K}, and g,(n) is a monotoni-
cally decreasing scalar-valued gain term defined by 

g,(n + 1) 

where i c(n + 1) 

= 
1 

j,(n+ 1)' 
ic(n) + 1, 

(15) 

(16) 

and where j1(n) is the number of feature vectors 
associated with the /th cluster. Otherwise, 

and 
j1(n + 1) 

i1(n + 1) 
i1(n) 
x1(n). 

for /:f.c , (17) 
(18) 

The number of clusters may also be increased de-
pending on how far the current feature vector is 
from the nearest cluster mean, or pruned if the 
separation between two cluster means is less than 
a specified threshold distance. 
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The K-means algorithm initialised with I< = 1, 
is therefore quite similar to the proposed ALVQ 
method. The only significant difference being that 
the learning rate a( n) is effectively "shared" across 
the L( n) processing elements in ALVQ, whereas in 
K-means, cluster means are updated using separate 
or independent gains {gz(n)}f::1 . Independent gains 
could also be incorporated into the ALVQ algo-
rithm, however, and this could become a desirable 
property if the neural network is to respond with 
sufficient plasticity to new data for cluster process-
ing elements that are created late in the network 
learning process. We note, for example, that the 
radar signal environment is in fact likely to exhibit 
a time dependency, with some radar emitters un-
dergoing mode changes and producing signals that 
drop in and out of the signal environment. In ad-
dition to the dynamical allocation of a new cluster 
codebook vector as required, codebooks could also 
be aged out if the associated signals are no longer 
deemed to be present in the signal environment . 

4. Conclusions 

We have investigated the suitability of an unsu-
pervised neural network based LVQ algorithm for 
cluster analysis in relation to the radar pulse train 
deinterleaving problem. The standard LVQ method 
was found to have several significant shortcomings 
for this particular application. In response to these 
deficiencies, we proposed an adaptive version of 
the LVQ algorithm which is data driven and which 
adapts itself to the signal environment under con-
sideration. The modified algorithm was highly suc-
cessful in meeting the signal separation objective 
and does not require that one specify the number 
of data clusters a priori. Furthermore, the ALVQ 
method was found to be robust to cluster initialisa-
tion and to the order in which data were presented 
to the clustering network. Finally, the new method 
has the potential to offer computational savings. 
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ABSTRACT 
An investigation of an image processing algorithm used to extract features of chromosomes 

from three-dimensional (3D) image datasets taken by a confocallight microscope is presented. 
The use of this confocallight microscope allows biologists to observe live (or preserved) dividing 
cells in 3D. The top and bottom surfaces of these images' features are indistinct, therefore 
requiring feature extraction and segmentation of the chromosomes. Kohonen's Self-Organizing 
Map (SOM) is used to perform segmentation. The segmentation algorithm is first developed to 
work on 2D dataset, based on a projection of the three-dimensional dataset, and then generalised 
to 3D cases. The 3D approach to segmenting individual chromosome features preserves the 3D 
orientations in relation to the surrounding cell volume. SOM performs very satisfactorily in 
both 2D and 3D cases. Examples are provided to demonstrate the performance of the proposed 
method. 

1. Introduction 

The interpretation of biomedical images of dividing 
cells is of vital importance in biological research. 
One way to improve the quality of such images is 
to use the confocallight microscope [1] [2]. 

Due to limitation in the optical system, which 
introduces out of focus blurring, the top and bot-
tom surfaces of features may still be indistinct, even 
using the confocal light microscope. What more 
is that in live tissue confocal microscopy, the au-
tomatic identification of boundaries and structures 
are very difficult because most cells are essentially 
translucent, therefore requiring image processing 
techniques to extract these chromosomes and their 
features. 

There are several aims to the investigation of 
image processing techniques used to extract fea-
tures of chromosomes from live tissue in three-
dimensional image datasets. Some of these are to 
isolate the chromosomes from the background or to 
extract the coiled chromosomes and any cross-links 
found in the plant cell. 

Previous works for extracting features of chromo-
somes in 3D microscopy images have been produced 
using a 2D Hilbert transform, a high pass boost 
along the line of sight (the z direction), and selec-

tive opacity based on intensity. Unfortunately this 
method presents some problems on rotations of the 
3D object, showing not well defined chromosomes 
through the z direction. 

This paper proposes a new method to segment 
chromosomes in microscopy images, based on a Self-
Organizing Map (SOM) [3]. The reason to use SOM 
is as follows. Since there is not sufficient a priori 
knowledge of the number and types of regions to 
be separated, picture segmentation can be consid-
ered an unsupervised pixel classification problem, 
where the picture is divided into subsets by assign-
ing the individual pixels to classes, and the classes 
are determined by locating clusters in the feature 
space. SOM utilises powerful unsupervised learning 
methodology and is well suited for clustering and 
pixel classification [4) [5] [6]. 

The segmentation algorithm is first developed to 
work on a 2D dataset, based on a projection of the 
3D dataset, and then extended to 3D segmentation. 
The 3D algorithm is particularly useful in preserv-
ing 3D orientations in relation to the surrounding 
cell volume. Experiments show that the proposed 
method produces very satisfactory results. 
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2. SOM as a Segmentor 

SOM defines, in a competitive learning process, a 
topology preserving mapping from the input fea-
tures space !Rn onto a lower order array of nodes 
(tipically 2-dimensional). 
With every node i, a parametric 'reference vector 
w; = {w;,t, w;,2, .. , w;,n} is associated. 

The basic principle behind this process is as fol-
low: assume a sequence of input vectors x(t) E !Rn 
in the feature space and a set of reference vectors 
w;(t), where w;(O) have been initialized in a certain 
way; usually random. On the basis of the Euclidean 
distance, 

d(w;(t), x(t)) =I I w;(t), x(t) 11 

n 

= ~)w;,j(t)- Xj(t))2 (1) 
j=l 

every input vector is compared with all the refer-
ence vectors w;, and the location of best match is 
defined as the location of the "response" . 

The shortest distance is usually used to define 
the best-matching node, signified by the subscript 
c: 

11 x(t) - Wc(t) 11= m~n{ll x(t)- w;(t) 11} (2) 
• 

or 
c = argmin{ll x(t)- Wi(t) 11} (3) 

• 
Once the closest neuron (winner) c to the input 

vector x(t) has been found, the weights associated 
with it and those associated with its neighbours 
are updated towards x(t), obeying to the following 
updating equation 

w;(t + 1) = w;(t) + a(t)hc;(t)[x(t)- w;(t)]. (4) 

where a(t) is the learning rate factor and decreases 
to zero during the training phase 

a(t) = a0e(-,.~) (0 < a(t) < 1) (5) 

and a0 is the initial value for a(t). The property of 
"being in the neighbourhood of c" is expressed by 
the so called neighbourhood function hci(t), which 
we have chosen to be of Gaussian shape 

( _ llre-r; 11) 
hc;=e ~ (6) 

where a determines in some way the rigidity of the 
map. 

a(t) = (ao -1)e(-,.' .. ) (7) 
To prevent falling into unordered states [7], we 

start the algorithm with a large value of a(t) (about 
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half the diagonal of the map). During the training 
phase, a(t) decreases to successively resolve finer 
details of the input space. 

Training can be divided into two almost distinct 
phases. In the first one, the map is ordered starting 
with large values of a(t) and a(t). The length of 
this phase is short. The second phase follows the 
same rule, but uses smaller initial values and takes 
a longer time period in order to fine tune the map 
for stable convergence. The number of cycles in the 
first phase is chosen to be half the number of cycles 
in the second phase, but it can be even 10 times 
shorter [3]. 

Our "definition" of a cycle is slightly different 
from Kohonen's. We interpret a cycle like an epoch, 
during which every vector of the feature space is 
presented as input to the net. In this way all the 
winners in the same epoch, will contribute in updat-
ing the map, with the same values of the functions 
a(t) and a(t). This slightly reduces the depen-
.dence on the order with which the input vectors 
are presented and the training is faster, updating 
those functions only once every epoch, instead of 
updating them for every input vector presented. 
The training phase ends when a(t) is small enough 
that the weights are updated only in an insubstan-
tial amount. 

In our segmentation schemes we used a three 
dimensional input space, with the features being 
the pixel value, the mean, and the variance. The 
mean value is taken as the average of the values in 
a 3x3 window and in a 3x3x3 cube surrounding the 
actual pixel itself, in the 2D and in the 3D case, 
respectively. The variance value is given by the 
equation: 

s2 = 2:::~=1 (x; - J.l)2 
n (8) 

where n is the dimension of the window or of the 
cube. 

3. Average Projection Algorithm 

Before we develop the 3D segmentation, a 2D 
scheme is experimented on. The reason for the 2D 
approach is that segmenting a 3D image directily is 
computationally very expensive. Therefore we try 
first to accomplish our objective to extract features 
in a lower dimensional space. We consider a projec-
tion of the 3D dataset in one single slice. Due to the 
distortion introduced during the acquisition pro-
cess, the relationship along the 3 axes is considered. 
By viewing the object from any of the three direc-
tions in Fig. 1, a mapping from three dimensions 
onto two dimensions is performed. Two dimensions 
are preserved, while the dimension along the line of 
sight is lost. How the image information in the lost 
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z I Vx,y,z E LOS(a,,B,B,<jJ) (12) 

As mentioned above, when the image is projected 
from three dimensions into two dimensions, the way 
the information is dealt with along the line of sight 
(that is the "lost" dimension) determines how the 
object appears to the observer. An "average value" 
methodology for dealing with this information was 
used. The average of the pixel intensities encoun-
tered along the line of sight is displayed in the two 
dimensional image. 

P1(a,,B) = max{F2(x',y',z')} 

I Vx',y',z' E LOS(a,,B,B,<jJ) (13) 

Y This method is very useful for viewing the raw 

Fig. 1: object viewed from the 3 directions 

dimension is represented in the remaining dimen-
sions determines the appearence of the object. 

Consider the projection of the object from three 
dimensions to two dimensions. Let (i,j, k) be a 
reference point on the observer plane. The vector 
normal to the observer plane is orientated horizon-
tally by an angle () and vertically by an angle </J. 
Let ( i' , j', k') be a point on the observer plane sat-
isfying: 

cos <jJ cos 0( i' - i) +cos <P cos O(j' - j) 

+ sin<jJ(k'- k) = 0 (9) 
The set LOS'(i',j',k') = x',y',z' be the set of all 
pixels along the direction of the normal vector to 
the observer plane at position (i', j', k'), where: 

x' = Rcos<jJcos() + i' 
y' = R cos <jJ sin B + j' 
z' = RsinB + k' 
(0 :S R < oo) 

(10) 

where R is the distance from the observer plane. 
Consider a two dimensional coordinate system on 
the observer plane such that ( i, j, k) is considered 
the origin. Let (a, ,B) be a point on the plane such 
that the mapping from the observer plane coordi-
nates to the image space coordinates are: 

(i' , j',k') = r(a,,B) (11) 

Using the above mapping let LOS (a, ,8, B, </J) be the 
line of sight from the observer plane ar position 
(a, ,B) along the direction of (B, </J) . To extract the 
main body of the image a two dimensional "density 
map" of the image is created whereby a projection 
onto the two dimensional observer plane was made. 
Let D be a two dimensional density map, where 

D(a,,B) = LLLCF2(;~~,z)) 
"' y z 

object data and it is also useful since the averaging 
reduces the noise present in the 3D dataset. Below 
is the average projection algorithm: 

• step 1: each pixel's intensity in x, y, z direc-
tion is considered 

• step 2: take the average intensity in the x, y, 
z direction 

• step 3: use the average to increase the inten-
sity of the current pixel 

• step 4: project one plane (top plane) of the 
3D object to 2D slice. 

4. Experimental results 

In this section, visual examples are shown in order 
to demonstrate the validity of the method used. 
The image in Fig. 2 is one of the 18 slices of the 
original dataset in the experiment. It can be seen 
that the image is quite blurry, as are the rest of the 
slices in the dataset. The features in the chromo-
somes, as well as the chromosomes themselves, are 
quite indistinct. 

The image in Fig. 3 is the result of the average 
projection algorithm ran on the 18 slices dataset. 
It showed an enhancement of the chromosomes from 
the background. Even though the image seems 
to be less noisy, details and edges of the chromo-
somes are still not well defined. Segmentation is yet 
needed, but the histogram in Fig. 4 doesn't give a 
good indication of how to separate 'the background 
from the chromosomes by conventional methods. 

We therefore applied the SOM to segment the 
image in Fig. 3. The segmented result displayed 
in Fig. 5 reveals much more information about the 
chromosomes, their position and their features, as 
compared with the original slices or with the pro-
jected image. The chromosomes are well defined 
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Fig. 2: One slice of the original dataset composed by 18 
slices, taken from a confocal light microscope in the Physics 
dept . at the University of Sydney 

Fig. 3: Resuit of the average projection algorithm on the 18 
slices dataset 

from the background, ie. edges are clearly visible, 
and the features of the chromosomes are well em-
phasized. 

There are reasons why this result is still not suffi-
cient for analysing the images. The most important 
reason is that by reducing the 3D dataset to two 
dimensions, we lose information on the 3D specimen 
object from which we want to extract features. 

Fig. 6 is a 3D view of the same dataset produced 
using a 2D Hilbert transform, a high pass boost 
in the z direction, and selective opacity based on 
intensity. In addition the out of focus z planes 
were cropped. The image shows a good isolation of 
the general shape of the chromosomes. The twin 
strands of the chromosomes are visible, together 
with twisting. However, on rotating this 3D visual-
ization, it becomes apparent that the chromosome 
objects are not well defined through z. In addition 
there is significant background noise. Imaging of 
a much thicker dataset in z would be problematic 
without better definition of the object boundaries 

Australian Journal of Intelligent Infonnation Processing Systems 

37 

Fig. 4: Histogram of the image in Fig. 3 

Fig. 5: Segmentation of the image in Fig. 3 

in all the 3 dimensions. 
Fig. 7 shows the 3D segmentation result obtained 

by our method. The opacity has been selected 
based on the neural net mapping. The boundary 
between the object and background can therefore 
be made sharper and clearer. Large scale features 
like chromosome twist and its 3D orientation, still 
correspond to that seen in Fig. 6 and in the original 
dataset. But objects are much more localised in 
the z axes, giving us more detailed chromosome 
features, which correspond to expected biological 
morphology. 

5. Conclusions 

The difficulties of interpreting biological images 
have been greatly lowered by the use of the confocal 
light microscope. Even so, there are limits to. what 
this microscope can do, and so image processing is 
needed to further improve the quality of the im-
ages. One such method used in this image process-
ing stage is Kohonen's SOM neural network. The 
results produced in these experiments have been a 
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Fig. 6: 3D view of the original dataset processed as described 
in the ' .troduction 

/?-,. 
/t'-. 

ll f . 
, , 
' 

Fig. 7: 3-dimensional segmentation, of the same dataset, 
using our method 

great success, especially the 3D segmentation re-
sult. Two-dimensional segmentation gives a good 
feature extraction because the chromosomes' fea-
tures were very well clustered. Viewing the two-
dimensional segmentation result does not provide 
much information about the imaged specimens' 3D 
structure: the generalisation of SOM to 3D seg-
mentation is then proposed. This approach has 
preserved the 3D orientations in relation to the 
surrounding cell volume. Moreover, the structure 
of the features is better defined. A more effective 
segmenting approach may be possible if other fea-
tures like local energy [8] are used in addition to 
the mean, and variance. 
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ABSTRACT 
In this paper we present IDLeaf(..\), a variation on the ID(..\) algorithm that enables it to be used 

in conjunction with minimax search. We present some experiments in both chess and backgammon 
which demonstrate its utility and provide comparisons with and another less radical variant, TD-
directed(..\). In particular, our chess program, "KnightCap," used TDLeaf(..\) to learn its evaluation 
function while playing on the Free Internet Chess Server (FICS, fics. onenet. net): It improved 
from a 1650 rating to a 2100 rating in just 308 games. We discuss some of the reasons for this success 
and the relationship between our results and Tesauro's results in backgammon. 

1. Introduction 

ID(..\), developed by Sutton [6], has its roots in the 
learning algorithm of Samuel's checkers program [4]. It 
is an elegant algorithm for approximating the expected 
long term future cost of a stochastic dynamical system 
as a function of the current state. The mapping from 
states to future cost is implemented by a parameterised 
function approximator. such as a neural network. The 
parameters are updated online after each state transition, 
or in batch updates after several state transitions. The 
goal of the algorithm is to improve the cost estimates as 
the number of observed state transitions and associated 
costs increases. 

Tesauro's ID-Gammon is perhaps the most remark-
able success of ID(..\). It is a neural network backgam-
mon player that has proven itself to be competitive with 
the best human backgammon players [8]. 

Many authors have discussed the peculiarities of 
backgammon that make it particularly suitable for Tem-
poral Difference learning with self-play [7, 5, 3]. Princi-
ple among these are speed of play: ID-Gammon learnt 
from several hundred thousand games of self-play, rep-
resentation smoothness: the evaluation of a backgam-
mon position is a reasonably smooth function of the 
position (viewed, say, as a vector of piece counts), mak-
ing it easier to find a good neural network approxima-
tion, and stochasticity: backgammon is a random game 
which forces at least a minimal amount of exploration 
of search space. 

As ID-Gammon in its original form only searched 
one-ply ahead, we feel this list should be appended 
with: shallow search is good enough against hu-
mans. There are two possible reasons for this; ei-
ther one does not gain a lot by searching deeper in 
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backgammon (questionable given that recent versions 
of ID-Gammon search to three-ply for a significant 
performance improvement), or humans are incapable of 
searching deeply and so ID-Gammon is only compet-
ing in a pool of shallow searchers. 

In contrast, finding a representation for chess, othello 
or Go which allows a small neural network to order 
moves at one-ply with. near human performance is a 
far more difficult task [9, 11, 5]. For these games, re-
liable tactical evaluation is difficult to achieve without 
deep search. This requires an exponential increase in 
the number of positions evaluated as the search depth 
increases. Consequently, the computational cost of the 
evaluation function has to be low and hence, most chess 
and othello programs use linear functions. 

In the next section we look at reinforcement learning 
(the broad category into which ID(..\) falls), and then in 
subsequent sections we look at ID(..\) in some detail and 
introduce two variations on the theme: ID-directed(,\) 
and IDLeaf(..\). The first uses minimax search to gen-
erate better training data, and the second, IDLeaf(..\), 
is used to learn an evaluation function for use in deep 
minimax search. 

2. Reinforcement Learning 

The popularly known and best understood learning tech-
niques fall into the category of supervised learning. 
This category is distinguished by the fact that for each 
input upon which the system is trained, the "correct" 
output is known. This allows us to measure the error 
and use it to train the system. 

For example, if our system maps input Xi to output 
Y/, then, with }i as the "correct" output, we can use 
(}£' - ¥;) 2 as a measure of the error corresponding to 
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X;. Summing this value across a set of training exam-
ples yields an error measure of the form l::; (Y;' - Y;) 2 , 

which can be used by training techniques such as back 
propagation. 

Reinforcement learning differs substantially from su-
pervised learning in that the "correct" output is not 
known. Hence, there is no direct measure of error, 
instead a scalar reward is given for the responses to a 
series of inputs. 

Consider an agent reacting to its environment (a gen-
eralisation of the two-player game scenario). LetS de-
note the set of all possible environment states. Time 
proceeds with the agent performing actions at discrete 
time steps t = 1 , 2, . .. . At time t the agent finds the 
environment in state Xt E S, and has available a set of 
actions A.,,. The agent chooses an action at E A.,,, 
which takes the environment to state Xt+l with proba-
bility p(xt, Xt+l• at). After a determined series of ac-
tions in the environment, perhaps when a goal has been 
achieved or has become impossible, the scalar reward, 
r(xN) where N is the number of actions in the series, is 
awarded to the agent. These rewards are often discrete, 
eg: "1" for success, "-1" for failure, and "0" otherwise. 

For ease of notation we will assume all series of ac-
tions have a fixed length of N (this is not essential). If 
we assume that the agent chooses its actions according 
to some function a ( x) of the current state x (so that 
a( x) E A.,), the expected reward from each state x E S 
is given by 

(1) 

where the expectation is with respect to the transition 
probabilitiesp(xt, Xt+l· a(xt)). 

Once we have r ( u), we can ensure that actions are 
chosen optimally in any state by using the following 
equation to minimise the expected reward for the en-
vironment ie: the other player in the game. 

a*(x) := argminaEAJ* (x~, w). (2) 

For very large state spaces S it is not possible store 
the value of J* ( x) for every x E S, so instead we 
might try to approximate r using a parameterised func-
tion class J: S x JB!k -+ m!, for example linear func-
tion, splines, neural networks, etc. J ( ·, w) is assumed 
to be a differentiable function of its parameters w = 
(w1 , . . . , wk)· The aim is to find w so that ](x , w) is 
"close to" J* ( u), at least in so far as it generates the 
correct ordering of moves. 

This approach to learning is quite different from that 
of supervised learning where the aim is to minimise an 
explicit error measurement for each data point. 

Another significant difference between the two 
paradigms is the nature of the data used in training. 
With supervised learning it is fixed, whilst with rein-
forcement learning the states which occur during train-
ing are dependent upon the agent's choice of action, and 

thus on the training algorithm which is modifying the 
agent. This dependency complicates the task of proving 
convergence forTD(>.) in the general case [2]. 

3. The TD(.X) algorithm 
Temporal Difference learning or TD(>.), is perhaps the 
best known of the reinforcement learning algorithms. It 
provides a way of using the scalar rewards such that 
existing supervised training techniques can be used to 
tune the function approximator. Tesauro's ID-Gammon 
for example, uses back propagation to train a neural net-
work function approximator, with TD( >.) managing this 
process and calculating the necessary error values. 

Here we consider how TD(>.) would be used to train 
an agent playing a two-player game, such as chess or 
backgammon. 

Suppose x 1, . .. , x N _ 1 , x N is a sequence of states in 
one game. For a given parameter vector w, define the 
temporal difference associated with the transition Xt -+ 
Xt+l by 

dt := J(xt+l • w)- J(xt , w) . (3) 

Note that dt measures the difference between the reward 
predicted by J ( ·, w) at time t + 1, and the reward pre-
dicted by](., w) at timet . The true evaluation function 
r has the property 

E.,,+d"'• [J*(xt+l)- J*(xt)] = 0, 

so if](., w) is a good approximation to J*, E.,,+ 1 1x,dt 
should be close to zero. For ease of notation we will 
assume that ](xN, w) = r(xN) always, so that the final 
temporal difference satisfies 

dN-1 = ](xN,w)-J(xN-l,w) = r(xN)-J(xN-l,w) . 
That is, dN-1 is the difference between the true out-
come of the game and the prediction at the penultimate 
move. 

At the end of the game, the TD(>.) algorithm updates 
the parameter vector w according to the formula 

w = w +o};, V](x,,w) [};. >.Hd,] (4) 

where "V J ( ·, w) is the vector of partial derivatives of J 
with respect to its parameters. The positive parameter 
a controls the learning rate and would typically be "an-
nealed" towards zero during the course of a long series 
of games. The parameter>. E [0, 1) controls the extent 
to which temporal differences propagate backwards in 
time. To see this, compare equation (4) for>. = 0: 

N-1 

w :=w +a I: "V J(xt, w)dt 
t=1 
N-1 

=w +a L "V J(xt, w) [J(xt+l, w)- J(xt, w)] 
t=l 

(5) 
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and..\= 1: 
N-1 

w := w +a L:: V J(xt, w) [r(xN)- J(xt, w)]. 
t=1 

(6) 

Consider each term contributing to the sums in equa-
tions (5) and (6). For ..\ = 0 the parameter vector is 
being adjusted in such a way as to move J{xt, w) -
the predicted reward at timet- closer to J(xt+1, w) 
- the predicted reward at time t + 1. In contrast, TD( 1) 
adjusts the parameter vector in such away as to move 
the predicted reward at time step t closer to the final re-
ward at time step N. Values of ..\ between zero and one 
interpolate between these two behaviours. Note that (6) 
is equivalent to gradient descent on the error function · 

N-1[. - )
2 

E(w):=l:t=1 r(xN)-J(xt,w). 
Tesauro [7, _8] and those who have replicated his work 

with backgarrimon, report that the results are insensitive 
to the value of..\ and commonly use a value around 0.7. 
Recent work by Beale and Smith [1] however, suggests 
that in the domain of chess there is greater sensitivity 
to the value of ..\, with it perhaps being profitable to 
dynamically tune..\. 

Successive parameter updates according to the TD(..\) 
algorithm should, over time, lead to improvect predic-
tions of the expected reward j (.' w). Provided the ac-
tions a(xt) are independent of the parameter vector w, 
it can be shown that for linear J ( ·, w), the TD(..\) algo-
rithm converges to a near-optimal parameter vector [ 1 0]. 
Unfortunately, there is no such· guarantee if](-, w) is 
non-linear [10], or if a(xt) depends on w [2]. 

4. Two New Variants 

For argument's sake, assume any action a taken in state 
x leads to predetermined state which we will denote 
by x~. Once an approximation 1(·, w) to J* has been 
found, we can use it to choo~e actions in state x by 
picking the action a E A., whose successor state x~ 
minimizes the opponent's expected reward1: 

ii(x) := argminaeA_,}(x~, w). (7) 

lbis was the strategy used in ID-Gammon. Unfortu-
nately, for games like othello and chess it is difficult to 
accurately evaluate a position by looking only one move 
or ply ahead. Most programs for these games employ 
some form of minim.ax search. In minimax search, one 
builds a tree from position x by examining all possible 
moves for the computer in that position, then all possi-
ble moves for the opponent, and then all possible moves 
for the computer and so on to some predetermined depth 
d. The leaf nodes of the tree are then evaluated using 
a heuristic evaluation function (such as J (-, w )), and 

1 If successor states are only determined stochastically by the 
choiee of a, we would choose the action minimizing the expected 
reward over the choice of successor states. 
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the resulting scores are propagated back up the tree by 
choosing at each stage the move which leads to the best 
position for the player on the move. See figure 1 for 
an example game tree and its minimax evaluation. With 
reference to the figure, note that the evaluation assigned 
to the root node is the evaluation of the leaf node of the 
principal variation; the sequence of moves taken from 
the root to the leaf if each side chooses the best available 
move. 

Our ID-directed(..\) variant utilises minimax search 
by allowing play to be guided by minimax, but still de-
fines the temporal differences to be the differences in 
the evaluations of successive board positions occurring 
during the game, as per equation (3). 

Let ]d(x, w) denote the evaluation obtained for state 
x by applying J (-, w) to the leaf nodes of a depth d 
minimax search from x. Our aim is to find a parameter 
vector w such that Jd( ·, w) is a good approximation to 
the expected reward J*. One way to achieve this is to 
apply the TD(..\) algorithm to Jd(x, w). That is, for each 
sequence of positions x1 , ... , x N in a game we define 
the temporal differences 

as per equation (3), and then the TD(..\) algorithm (4) 
for updating the parameter vector w becomes 

(9) 

One problem with equation (9) is that for d > 1, 
Jd(x, w) is not a necessarily a differentiable function 
of w for all values of w, even if](-, w) is everywhere 
differentiable. This is because for some values of w 
there will be "ties" in the minimax search, i.e. there 
will be more than one best move available in some of 
the positions along the principal variation, which means 
that the principal variation will not be unique. Thus, the 
evaluation assigned to the root node, Jd(x, w), will be 
the evaluation of any one of a number of leaf nodes. 

Fortunately, under some mild technical assumptions 
on the behaviour of J(x , w), it can be shown that for 
all states x and for "almost all" w E IRk, Jd(x, w) 
is a differentiable function of w. Note that Jd(x, w) 
is also a continuous function of w whenever J ( x, w) 
is a continuous function of w. This implies that even 
for the "bad" pairs (x, w), 'V Jd(x, w) is only undefined 
because it is multi-valued. Thus we can still arbitrarily 
choose a particular value for 'V Jd(x, w) if w happens to 
land on one of the bad points. 

Based on these observations we modified the ID(..\) 
algorithm to take account of minimax search: instead of 
working with the root positionsx 1 , .. . , XN, the TD(..\) 
algorithm is applied to the leaf positions found by min-
imax search from the root positions. We call this algo-
rithm TDLeaf(..\). 
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Fig. I : Full breadth, 3-ply search tree illustrating the minimax rule for propagating values . Each of the leaf nodes (H-O) is given a score by the 
evaluation fi!nction, J ( ·, w). These scores are then propagated back up the tree by assigning to each opponent's internal node the minimum 
of its children's values, and to each of our internal nodes the maximum of its children's values. The principle variation is then the sequence of 
best moves for either side starting from the root node, and this is illustrated by a dashed line in the figure. Note that the score at the root node 
A is the evaluation of the leaf node (L) of the principal variation. As there are no ties between any siblings, the derivative of ~s score with 
respect to the parameters w is just V J ( L, w). 

5. Experiments with Chess 

In this section we describe several experiments in which 
the TOLeaf(.X) and TO-directed(..\) algorithms were 
used to train the weights of a linear evaluation function 
for our chess program, called KnightCap. 

For our main experiment we took KnightCap's eval-
uation function and set all but the material parameters 
to zero. The material parameters were initialised to the 
standard "computer" values2 . With these parameter set-
tings KnightCap was started on the Free Internet Chess 
server (FICS, fics. onenet. net). To establish its 
rating, 25 games were played without modifying the 
evaluation function, after which it had a blitz (fast time 
control) rating of 1650 ± 503. We then turned on the 
TOLeaf(..\) learning algorithm, with..\ = 0.7 and the 
learning rate a = 1.0. The value of ..\ was chosen 
arbitrarily, while a was set high enough to ensure rapid 
modification of the parameters. 

After only 308 games, KnightCap's rating climbed to 
2110 ± 50. This rating puts KnightCap at the level of 
US Master. 

We repeated the experiment using TO-directed(..\), 
and observed a 200 point rating rise over 300 games. 
A significant improvement, but slower than TOLeaf(.X). 

There are a number of reasons for KnightCap's re-
markable rate of improvement. 

1. KnightCap started out with intelligent material pa-
rameters. This put it close in parameter space to 
many far superior parameter settings. 

2. Most players on FICS prefer to play opponents 
of similar strength, and so KnightCap's opponents 
improved as it did. Hence it received both positive 
and negative feedback from its games. 

3. KnightCap was not learning by self-play. 

2 1 for a pawn, 4 for a knight, 4 for a bishop, 6 for a rook and 12 
for a queen. 

3 After some experimentation, we have estimated the standard de-
viation of FICS ratings to be 50 ratings points. 

To investigate the importance of some of these 
reasons, we conducted several more experiments. 

Good initial conditions. 
A second experiment was run in which KnightCap's co-
efficients were all initialised to the value of a pawn. 

Playing with this initial weight setting KnightCap 
had a blitz rating of 1260 ± 50. After more than 1000 
games on FICS KnightCap's rating has improved to 
about 1540 ± 50, a 280 point gain. This is a much 
slower improvement than the original experiment, and 
makes it clear that starting near a good set of weights is 
important for fast convergence. 

Self-Play 
Learning by self-play was extremely effective for TO-
Gammon, but a significant reason for this is the stochas-
ticity of backgammon. However, chess is a determin-
istic game and self-play by a deterministic algorithm 
tends to result in a large number of substantially similar 
games. This is not a problem if the games seen in self-
play are "representative" of the games played in prac-
tice, however KnightCap's self-play games with only 
non-zero material weights are very different to the kind 
of games humans of the same level would play. 

To demonstrate that learning by self-play for Knight-
Cap is not as effective as learning against real oppo-
nents, we ran another experiment in which all but the 
material parameters were initialised to zero again, but 
this time KnightCap learnt by playing against itself. Af
ter 600 games (twice as many as in the original FICS 
experiment), we played the resulting version against the 
good version that learnt on FICS, in a 100 game match 
with the weight values fixed. The FICS trained version 
won 89 points to the self-play version's I I. 

6. Backgammon Experiment 

For our backgammon experiment we were fortunate to 
have Mark Land (University of California, San Diego) 
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provide us with the source code for his LGammon pro-
gram which has been implemented along the lines of 
Tesauro's TD-Gammon[7, 8]. 

Along with the code for LGammon, Land also pro-
vided a set of weights for the neural network. The 
weights were used by LGammon when playing on the 
First Internet Backgammon Server (FIBS, fibs.com}, 
where LGammon achieved a rating which ranged from 
1600 to 1680, significantly above the mean rating across 
all players of about 1500. For convenience, we refer to 
the weights as the FIBS weights. 

Using LGammon and the FIBS weights to directly 
compare searching to two-ply against searching to one-
ply; we observed that two-ply is stronger by 0.25 points-
per-game, a significant difference in backgammon. Fur-
ther analysis showed that in 24% of positions, the move 
recommended by a two-ply search differed from that 
recommended by a one-ply search. 

Subsequently, we decided to investigate how well 
ID-directed(>.) and TDLeaf(>.), both of which can 
search more deeply, might perform. Our experiment 
sought to determine whether either ID-directed(>.) or 
TDLeaf(.A) could find better weights than standard 
ID(>.); . 

To test this, we suitably modified the algorithms to 
account for the stochastiCity inherent in the game, and 
took two copies bf the FIBS weights:....:.... the end product 
of a standard ID( .A) training run of 270,000 games. We 
trained one copy using ID-directed(>.) and the other us-
ing IDLeaf(.A). ·Each network was trained for 50000 
games and then played against the unmodified FIBS 
weights for 1600 games, with both sides searching to 
two-ply and the match score recorded. 

The results fluctuated around parity with the FIBS 
weights (the product of ID( .A) training), with no statisti-
cally significant change in performance being observed. 
This suggests that the solution found by ID{>.), is either 
at or near the optimal for two~ ply play. 

7. Discussion and Conclusion 

We have introduced TO Leaf( .A), a variant of ID( .A) for 
training an evaluation function used in minimax search. 
The only extra requirement of the algorithm is that the 
leaf-nodes of the principal variations be stored through-
out the game. 

We presented, some experiments in . which a chess 
evaluation function was trained by on-line play against a 
mixture of human and computer opponents. The exper-
iments show both the importance of "on-line" sampling 
(as opposed to self-play), and the need to start near a 
good solution for fast convergence. 

We compared training using leaf nodes (IDLeaf(.A)) 
with training using . root nodes, both in chess with a 
linear evaluation function and ~-10 ply search, and in 
backgammon with a one hidden layer neuralcnetwork 
evaluation function and 2-ply search. We found a sig-
nificant improvement training on the leaf nodes in chess, 
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which can be attributed to the substantially. different 
distribution over leaf nodes compared to root nodes. 
No such improvement was observed for backgammon 
which suggests that the optimal network to use in 1-ply 
search is close to the optimal network for 2-ply search. 

On the theoretical side, it has recently been shown 
that ID(>.) converges for linear evaluation functions 
[10]. An interesting avenue for further investigation 
would be to determine whether TDLeaf(.A) has similar 
convergence properties. 
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ABSTRACT 
Catastrophic forgetting is a major problem for sequential learning in neural networks. One 

very general solution to this problem, known as 'pseudorehearsal', works well in non-linear 
networks but has not been analysed before. This paper formalises pseudorehearsal in linear 
n e t w o r k s .  We show the method can fail in low dimensions but is guaranteed to succeed in high 
dimensions under fairly general conditions. Our analysis shows an optimal version of the method 
is equivalent to a simple modification of the 'delta rule'. 

1. Introduction 

'Catastrophic forgetting' occurs when a neural net-
work which has learned a training set of items now 
learns a new item on its own: this changes the 
function implemented by the network in a non-
local way and is almost certain to alter its out-
puts for the original training set. Put another way, 
unless all the patterns to be learned are repeated 
thousands of times in random order, learning any 
one of them potentially interferes with the storage 
of the others. Several recent studies have looked 
at this problem in backpropagation type networks 
[1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12). The usual 
practical solution to this problem is simply to form 
a new training set which includes all the old items as 
well as the new one, and learn this enlarged training 
set. This is known as "rehearsal", and obviously 
requires the explicit storage of the original training 
set - something that has its disadvantages, notably 
that storage of these items is often what the net-
work itself is supposed to do! 

'Pseudorehearsal' [10) (see also [11, 7, 13, 12]) is 
an alternative algorithm which, although very like 
conventional rehearsal, does not require the explicit 
storage of prior training items. Instead, random 
inputs are temporarily stored along with the asso-
ciated outputs of the net: these 'pseudoitems' are 
learned alongside the new item. Each new item to 
be learned can have its own set of temporary pseu-
doitems created. This simple algorithm works re-
markably well, in that it appears to substantially re-
duce interference between sequential training items 
while allowing new information to be learned. 

We have previously suggested an interpretation 
of pseudorehearsal as 'function fixing' [10, 12): 

• Department of Computer Science, University of 
Otago, Dunedin, New Zealand 

pseudoitems have the effect of fixing the function 
being implemented by the net to its existing values 
at random points in the input space. Figures 1 to 
3 show this effect for a network with one input, 20 
hidden units, and one output. All units are stan-
dard sigmoidal units, and the weights are trained by 
gradient descent of the sum of squared output errors 
(backpropagation). Figure 1 shows ten functions 
arrived at from random initial weights. Figure 2 
shows the functions implemented by the same net-
works after learning just one new item - these net-
works now get the original items completely wrong. 
Figure 3 shows what happens if we learn the new 
item along with pseudoitems1 . Despite these 

2 4 Input 6 8 10 

Fig. 1: The function found by backpropagation fitting the 
initial training set (shown as crosses). 

and other promising observations, the behaviour of 
the algorithm has not been understood analytically. 
This paper seeks to do this by looking at a linear 
system. Section 2 introduces catastrophic forget-
ting in linear nets and introduces the formalism to 
be used. Sections 3 and 4 apply this to rehearsal 
and pseudorehearsal respectively, and section 5 uses 

1 In this case a pool of 50 pseudo items was generated from 
the function shown in Figure 1, and one of these was chosen 
at random with each training epoch as the new item was 
learned. 
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Fig. 2: Naive learning of the new item on its own. 

Fig. 3: Learning with 'pseudorehearsal'. 

the results to show that two intuitions about the 
method are incorrect. Section 6 extends this to 
the special case of high input dimension, section 
7 shows a simple simulation, and section 8 presents 
our conclusions. 

2. Catastrophic forgetting in linear 
networks 

As a first step towards understanding pseudore-
hearsal in quantitative terms, consider the catas-
trophic forgetting effect in a linear network. As-
sume this network has a single output and at 
least 3 input lines, meaning it can learn at least 
2 items (input-output pairs) successfully. Because 
any multi-layer linear network has a single-layer 
equivalent, it will be sufficient to treat our network 
as a single unit whose output is a weighted sum of 
its inputs, that is: w ·b, where bi is the ith input and 
wi is the corresponding connection weight (vectors 
are shown in bold font throughout this paper) . The 
error for item B is then simply 

errs = tb - w · b 

Let A = (ta , a) denote an input item for which 
the current weights give the correct output, ie. 
errA = 0. Note that a change of ~w to the weights 
will result in an error of 

errA. = -~w·a (1) 

Starting from weights which get A correct then, 
consider learning a new item B , for which these 
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weights give error. err8 -::/; 0. The learning rule we 
will use is of the general form ~Wi = fJ b, with fJ 
yet to be determined2 . In vector notation 

Aw = fJb 

We require that the new weights w + 4 w get item 
B correct: making the appropriate substitiutions it 
is easy to show that fJ = errs/ lbl2 . Thus the 
weight change required to get B correct is 

~w = 71 errs b (2) 
1 

lhl 2 where 'TJ (3) 

This is the usual 'delta rule', with a learning rate of 
1/lbl2 . In most conventional neural network appli-
cations one learns a number of new items together, 
and as a result the delta rule is used with a much 
smaller learning rate than this. However with one 
item we can consider the nett effect of many such 
iterations as a single step in the same direction 
(namely b) of the correct size. After training then, 
errs = 0 but in general errA (equation 1) will no 
longer be zero: hence we will refer to this as 'naive' 
learning. 

· a·h errA.atve = - -- errs 
b ·b 

(4) 

where errs refers to the original error on B . Clearly 
item A will always be 'forgotten' to some extent 
unless vectors a and b are orthogonal. 

3. Rehearsal 
The conventional solution to such forgetting is sim-
ply to learn the new item alongside any old items we 
wish to preserve, so for this linear model consider 
learning B along with A, keeping the error on A 
close to zero. Assuming a simple rule of the same 
form as before is used, the overall weight change 
will be 

(5) 
with {JA and fla to be found. We require that (i) 
errA_ = 0 and (ii) errs = 0. The first condition 
implies ~w ·a = 0, giving 

dAa ·a + flaa · b = 0 (6) 
Thesecondimpliesw'·b = tb,so~w-b errs, 
which gives 

OAa . b + oab. b = errs (7) 

One can then solve equations 6 and 7 to obtain 8A 
and fla, and substitute these into equation 5, giving 

~w 71 errs (b - 1a) (8) 

where 1 (9) 'TJ = lbl2 sin2 
Oab 

and a · b 
(10) I = a·a 

2This covers virtually all the commonly used neural net 
learning rules. 
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This is the nett weight change which must be made 
in learning that corrects the output for item B with-
out corrupting item A. Note that ~w ·a = 0, as 
it must if the error on item A is to remain zero. 
If a and b are orthogonal, the above reverts to 
the earlier expression, namely the delta rule for B 
alone. 

By definition there is no forgetting of A in this 
full rehearsal situation. 

4. Pseudorehearsal 

In pseudorehearsal we generate random inputs, put 
them through the network and treat the outputs as 
if they were targets. Suppose we generate a pseu-
doitem X, and rehearse that instead of A. In this 
scenario, what is the effect on errA of learning B? 
Because the weights w give the correct output for a 
pseudoitem by definition, the approporiate weight 
change in learning B is given by equation 8 with x 
in place of a: 

~w = TJ errB (b - ')'X) (ll) 

where 
1 

(12) TJ lbl 2 sin2 Oxb 

and X·b 
(13) 'Y X · X 

This leaves the output from x unchanged, while 
correcting the original error on B. Thus err~ = 0 
and err~ = 0, but now errA. = ~errA = ~w ·a. 
Substituting for ~w (with equation 11) and sim-
plifying, we arrive at the error incurred by using a 
pseudoitem instead of the original item as 

where 

errpseudo 
A 

a·b 
-R errB b. b 

R = 1 - COS Bxa COS Oxb/ COS Oab 
sin2 Oxb (14) 

Since there is no forgetting at all with full rehearsal, 
this corresponds to R = 0. Learning with no re-
hearsal (equation 4) corresponds to having R = 1, 
so we can say that 

e pseudo 
R = _r_r-"'A--,--

errnaive 
A 

Thus pseudorehearsal alleviates catastrophic forget-
ting if and only if IRI :S 1. 

5. Properties of R 

R depends only on the angles between the three 
vectors: all dependence on their magnitudes, the 
targets and even the initial weights has conveniently 
cancelled out. We would like to get a picture of 

whereabouts in this 'angle space' IRI :S 1. Fig-
ure 4 shows lines of constant R on a plot of cosxa 
against COSxb, for a particular value of COSab· In this 
Figure the "shaded" area refers to combinations of 
angles that cannot actually occur in a Euclidean 
space. That is, given any 3 vectors in a Euclidean 
space and the three angles between them, the sum 
of any two angles is necessarily bounded below by 
the third angle (and above by 360° minus the third 
angle) . When translated into cosines this restricts 
possible values to the area within the ellipse in Fig-
ure 4. 

COS Oax 

COS Oax 

0 

0 

-1 ~----~-LUU~----------~ 

-1 0 
cosObx 

1 

-1 ~----------~-L--~~~~ 
-1 0 

cosBbx 
1 

Here are two claims we expected to be able to make 
in the light of pseudorehearsal's success on nonlin-
ear problems, but which the figures show cannot be 
true: 

Fig. 4: Isocontours of R in the space of angles between vec-
tors. The first plot is for cos Bab = 75° and the second is 
for cos Bab = 135°. R-values of -1, 0 and .99 are indicated 
by the arrows (the other values plotted being 0.25, 0.5 and 
0.75). Note that only combinations of angles within the 
dotted ellipses are possible. 
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• It is not true that the volume of 'angle space'3 

for which pseudorehearsal works exceeds that 
for which it fails. This can be seen by not-
ing the R = 1 isocontours are two straight 
lines which each bisect the space (for any given 
cos Bab}. Thus the volume . of space where 
R > 1 is exactly half the space, but since 
there are finite areas (within the dotted ellipse) 
where R < -1 the IRI < 1 volume must be less 
than half. 

• It is not true that if x is closer to a than to 
b then pseudorehearsal will work. This would 
correspond to all points above the rising di
agonal being within the preferred range of R, 
which isn't the case. 

5.1. Orthogonal weight changes and R 

At this point we should confirm that low values of R 
correspond to weight updates which are orthogonal 
to a. Given equation 1 we can write R as 

awpseudo. a 
R= . awnatve. a 

On its own this doesn't mean the direction ofpseu-
dorehearsal's weight changes are more orthogonal 
to a than those from naive learning, because the 
magilitidues of the two .weight changes are different. 
However a wnaive is the shortest path from the 
point in weight space where errA = 0 to one where 
errs= 0, so we know that 

I a wnaive I :::; I a wpseudo I 

Thus IRI < 1 implies that 
awnaive 

------:--. - . a 
lawnatvel 

is larger in magnitude than 
awpseudo 

- --"'7"""""" ·a 1awpseudol 

Hence, in the cases where pseudorehearsal works, 
the pseudoitems .lead to weight changes which are 
more orthogonal to the original item than with naive 
learning. 

6. The effect of input dimensionality 
The distribution of angles between randomly cho-
sen vectors in a Euclidean space narrows as the 
dimensionality N grows. In this section we look 
at the consequences of this for pseudorehearsal. It 
turns out that this means pseudorehearsal will tend 
to work better as the dimension<¥ity of the input 
grows. On the other hand we derive an 'optimal' 
pseudoinput, which is equivalent to altering the 
delta rule slightly and using no pseudoitems at all. 

3a more accurate term would perhaps be 'cosine space' 
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6.1.Angles in high dimensional spaces 

It is straightforward to show that the cosine of the 
angle between two vectors whose elements are not 
correlated tends to a product of means divided by 
root-mean-squares: 

large N 
COS Bxa -=--t Ax Aa 

where 

Au = 2:;[" ui/ N = average Ui 

J r;[" uUN rms Ui 

The expected value of the cosine converges on the 
above value for large N, and its variance tends to 
zero. This rather unintuitive result tells us that the 
angles between virtually all vectors are the same in 
high dimensional spaces. For example, if elements 
of x are chosen from a zero mean distribution, 
Ax = 0 so the cosine is zero, meaning that x is 
almost certainly orthogonal to (any other) vector 
a. Incidentally this means that zero-mean pseu-
doinputs will confer no advantage (see Figure 4: if 
both cosines are zero, R = 1). 

For any distribution which is not zero mean, 
cos B = .>.2 so the angle between ' two vectors tends 
to some value other than 90°. For example, the uni-
form distribution between zero and one has mean 
1/2 and root-mean-square 1/v'3 so .>. = v'3/2. If 
two vectors are chosen in this way the cosine of the 
angle between them tends to .>.2 = 3/4, meaning 
B ~ •H0

. For later reference, note that A2 :51 with 
equality only for vectors of form ( c, c, · · · , c) . 

From now on we will need to make the simplifying 
assumption that A and B are drawn from similar 
distributions so that Aa ~ Ab · Note that this is only 
an assumption about the distribution of inputs, and 
not of targets. 

6.2. A general condition under which pseu-
dorehearsal works in high dimensions 

Since the pseudoinput x is chosen at random ·we 
can approximate cos Bxa and cos Bxb by AxAa and 
AxAb respectively, in high dimensions. Assuming 
Aa ~ Ab it follows that cos Bxa ~ cos Oab, which we 
will write as cos 0. We can then write 

R = 1 - cos2 Of cc:sBab 
1- cos2 8 

{15) 

Some straightforward manipulation shows that this 
R is between plus and minus one if (and only if) 

cos2 0 
cosBab > ~ 

2- cos2 B 
which is itself greater than zero. The right hand 
side will tend to be a small number, so intuitively 
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this condition is not difficult to satisfy: cos Bab 
needs to be larger than a fairly small positive num-
ber for pseudorehearsal to work. In other words, 
if a and b are separated by an angle which is 'not 
too large', pseudorehearsal with even a single pseu-
doitem does alleviate forgetting. 

6.3. A special case 

Suppose that the elements of vectors a and b tend 
to be uncorrelated, and that the pseudoitems are 
chosen to have a similar value of >... This means 
that fo. large N all three vectors will tend to be 
separated by 0, which easily satisfies the above con-
dition and gives 

1 R= A 

1 + cosB 
(16) 

This is between 0.5 and 1 because the cosine (be-
ing >.2 ) must be positive. Hence pseudorehearsal, 
although not perfect, always improves matters in 
this case. 

6.4. Optimal pseudorehearsal 

Suppose we assume only that the elements of a and 
b are to be uncorrelated. From equation 15, an 
optimal pseudoitem (one which gives R = 0) has 
cos2 iJ = cos Bab. We can write cos Bab = >.a>.b and 
cos2 {j = AxAa >.x>.b, so the optimal pseudoinput has 
>.~ = 1. As noted above, this corresponds to an 
input of the form x = (c,c, · · · ,c)T. In particular, 
we can now choose c = b, the average value of the 
elements in input vector b. Substituting for this in 
equation 11 gives the following simple learning rule, 
which involves no pseudoitem at all: 

.::lwi oc errs (hi -b) (17) 

This is just the delta rule except that the direc-
tion of change b is replaced by b - Ib, where I is 
(1, 1, · · ·, 1)T, ie. the input vector is effectively 
shifted so that its average element is zero4 . This 
rule has R = 0 (under the assumptions given) and 
thus gives the optimal orthogonalization of weight 
changes to input vectors, which pseudoitems only 
approximate. 

7. A simple simulation 

In this simulation each element of a, b and x was 
chosen from a unit variance gaussian distribution, 
so we are dealing with the special case of section 6.3. 
For the simulation, targets for A and B were chosen 
randomly between plus and minus 100. Training 
consisted of first getting item A correct alone, and 

4 Note however that it is not shifted in this way in calcu-
lating errB 

then training on item H using the delta rule. This 
latter stage was done for various numbers of pseu-
doitems (if this is zero we are doing 'naive' learning 
of B), or using the modified delta rule. This was 
done for various numbers of input dimensions, N. 
The following tables show the average, over 1000 
trials, of lerrAI for each case. 

Case A: inputs with a mean of zero 
No. of pseudoitems modified 

N 0 1 2 3 5 10 delta rule 
5 25 28 34 39 - - 28 
10 14 15 16 18 22 - 15 
30 8 8 8 8 9 9 8 
100 4 4 4 4 4 4 4 
300 2 2 2 2 2 2 2 

Case B: inputs with a mean of 1 
No. of pseudoitems modified 

N 0 1 2 3 5 10 delta rule 
5 35 33 34 37 - - 29 
10 30 23 19 19 23 - 16 
30 28 19 12 10 9 10 8 
100 27 18 9 7 5 5 4 
300 27 18 9 6 4 3 3 

Case A shows just what one would expect: as the 
dimensionality grows vectors become more likely 
to be orthogonal ( ie. >.2 ~ 0 so {j = 90°) and 
interference between items consequently decreases. 
Moreover in this case R = 1 (equation 16), mean-
ing that in high dimensions pseudorehearsal can 
no better than naive learning of B alone, as the 
table confirms. In low dimensions it is clear that 
pseudoitems can and do make matters substantially 
worse . 

For case B, >.2 ~ 1/2 so iJ = 60°: vectors are 
unlikely to be orthogonal and hence they interfere 
with one another. In this case R = 2/3, so in high 
dimensions a single pseudoitem reduces the error 
obtained by naive learning by about a third, as 
the first and second columns show. The modified 
delta rule deals with non-orthogonal inputs very 
effectively (as can be seen by comparing the final 
column of case B with the first column in case A), 
even in low dimensions. Multiple pseudoitems are 
substantially better than a single one, this being 
particularly dramatic in high dimensions. For ex-
ample in a 300 dimensional input space, using only 
10 pseudoitems was enough to reduce errors to the 
level of the optimal rule. 

8. Conclusions 

Pseudorehearsal is an intruiging solution to the 
problem of catastrophic forgetting in neural net-
works. In non-linear networks this method can be 

Autumn 1998 Australian Journal of Intelligent Information Processing Systems 



seen in terms of 'function fixing': pseudoitems act 
to resist global changes to the function implemented 
by the network. In linear networks where the di
mensionality of the input is high, we have shown 
that pseudorehearsal does reduce catastrophic for-
getting. This means (see section 5.1) that pseu-
doitems have the effect of 'orthogonalizing' the 
weight changes with respect to previously stored 
items. This orthogonality is the exact corollary 
of 'function fixing': weight changes that result in 
learning of a new item do not tend to change the 
outputs of the net given other inputs. 

For small N pseudorehearsal fails in that it is 
more likely to increase forgetting than to alleviate 
it. For large N the method provably does work 
under fairly general conditions on the distribution 
of inputs. Although our analysis deals with a sin-
gle pseudoitem, simulations confirm that multiple 
items increases this effect5 . We have shown that in 
high dimensions a simple modification of the delta 
rule is equivalent to pseudorehearsal with a single 
'optimal' item: simulations indicate this rule works 
well even in fairly low dimensions. 
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ABSTRACT 
We present a new technique for analyzing the probability distribution of output spikes for the 

integrate and fire model. Using this method we investigate models with arbitrary synaptic re-
sponse functions and the results, which are compared with numerical simulations, are exact in the 
limit of a large number of small amplitude inputs. We apply this method to the synchronization 
problem, in which the relationship between the spread in arrival times of the inputs (the temporal 
jitter of the synaptic input) and the resultant spread in the times at which the output spikes are 
generated (output jitter) is analyzed. The results indicate that the ratio of the output jitter to the 
input jitter is consistently less than one and that it decreases for increasing numbers of inputs, 
in agreement with earlier studies. We identify the variation in the spike generating thresholds 
of the neurons and the variation in the number of active inputs as being important factors that 
determine the timing jitter in layered networks, in addition to those identified previously. 

1. Introduction 

In this paper we present a new technique for ana-
lyzing the integrate and fire model [1, 2], in which 
the incoming postsynaptic potentials (PSPs) gen-
erate an action potential (spike) when their sum 
reaches a threshold, in the presence of stochastic 
synaptic input {see [3, 4] for a review of stochastic 
processes in neuroscience). The technique allows 
us to include incoming excitatory and inhibitory 
postsynaptic potentials (EPSPs and IPSPs respec-
tively) that have arbitrary time courses, so that we 
can incorporate such physiological features as the 
decay of the membrane potential and rise time of 
the synaptic current. A central part of the analysis 
is a Taylor's series expansion in the amplitude of the 
incoming postsynaptic potential. Only the linear 
and quadratic terms are retained and consequently 
the technique is accurate in the limit of small am-
plitude EPSPs, which necessitates a large number 
of inputs for the potential to reach threshold . This 
small amplitude expansion enables us to calculate 
the probability density function of the membrane 
potential reaching threshold and the probability 
density of output spikes, as discussed in the next 
section. 

In the study described here this new technique is 
used to examine the temporal relationship between 
the synaptic input and spike output of neurons for 
the situation where the input is synchronized within 
some narrow time interval, which is characterized 

by the standard deviation in the time of arrival 
(denoted as the input jitter). The situation in 
which the inputs are Poisson distributed can also 
be analyzed using similar techniques [5]. 

The principal reason that synchrony of neuronal 
firing in groups of neurons has attracted such at-
tention is the belief that it provides an efficient 
method to increase the reliability of responses: a 
neuron that receives many inputs simultaneously is 
much more likely to generate . a spike than one that 
either receives fewer inputs or the same number of 
inputs distributed over a longer time interval. The 
importance of synchronization for neuronal infor-
mation processing is on the level of groups of neu-
rons, such as proposed by the synfire model [6, 7] in 
which synchronized input to a group of neurons is 
propagated to successive groups of neurons, called 
a synfire chain. Synchronization provides the possi-
bility of es~ablishing relationships between neuronal 
responses [8], such as grouping together (binding) 
neurons that respond to the same features of a 
stimulus [9] . By establishing a synchronous firing 
pattern the grouping of neurons is resistant to am-
plitude fluctuations and several such assemblies of 
neurons can coexist . Such a mechanism would pro-
vide a neurophysiological correlate to the cognitive 
phen()mena of scene s_egmentation. and feature link-
ing [1 0, 11]. Increasing the likelihood of firing for 
neurons associated with a particular feature enables 
the selection of responses for further processing. 
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2. New method for the analysis of in-
tegrate and fire neurons 

We analyze an integrate and fire neuron with a large 
number N of incoming EPSPs, so that the resultant 
membrane potential at time t is given by the sum 
of the inputs · 

N 

V(t) = v0 + a E u(t -t~c) (1) 
le 

where v0 is the resting membrane potential, N is 
the number of active inputs (i.e., number of .affer-
ent fibers which actually contribute a postsynaptic 
input) each of amplitude a, and t.~c is the time of 
arrival of the EPSP from the kth fiber, which has a 
time-dependence that is described by the synaptic 
response function u(t). We wish to calculate the re-
lationship between the time of arrival of the inputs, 
characterized by a Gaussian distribution with mean 
t1c = 0 and standard deviation D"in (also called input 
jitter), and the spread in the timing of the output 
distribution of spikes u0 ut (the output jitter). 

. . . . . . ~ 

2.1. The probability distribution 
In order to calculate the probability that a spike 
is generated, we first calculate the probability dis-
tribution of the sum V(t) of the incoming EPSPs, 
equation(!). The probability that this potential 
V(t) exceeds the value v at time t is evaluated 
by considering the proportion of cases for which 
this is true. This is given by integrating over the 
distribution of arrival times for all incoming EPSPs 

Pr{V(t) 2:: :V I V(-oo) = vo} = 
N oo . IJ [

00 
dt1c p(t1c) H(V(t)- v) (2) 

where we assume that the membrane potential is at 
its resting value v0 before the arrival of the EPSPs 
(i.e., V(-oo) = v9). The Heaviside step function 
H(r) gives a contribution of one for V(t) ~ v and 
zero otherwise. Using an integral representation of 
the Heaviside step function 

.loo d).. loo H(z-zo) = 'o 211" -oo dx exp{ix(>.. -z)}. (3) 

the contributions from the incoming fibers can be 
treated independently; Since each incoming fiber 
has the same distribution of arrival times of EPSPs, 
the above probability may be written as 

Pr{V(t) ~vI V(-oo) = vo} = 
[00 d>.. ["") . 

}.,_vo 2tr}_c:io dx exp{ix>..J [F(x,t)]N (4) 

where the functi~n F(x, t) is giv~n by 

F(x, t) = 1: dt' p(t') exp{ -i x a u(t- t')} (5) 
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We consider the si.tuation where the number of in-
puts N is large and each of the inputs has an ampli-
tude a that is small (in comparison to the thresh-
old). Expanding the exponential to second order in 
the amplitude a of the EPSP and neglecting higher 
order terms, 

:z:2 a2 
F(x, t) ~ 1- i x a D(t)- -

2
-E(t) (6) 

where 

D(t) = [
00 

dt' p(t') u(t - t') 

E(t) = ltoo dt' p(t') u2(t- t'). 
(7) 

The probability distribution can then be evaluated 
(see [12] for details) 

Pr{V(t) ~vI V(-oo) = vo} = 

~ [ 1 - erf ( v ~(t))] (8) 

with 

A(t) = N a D(t) 
r(t) N a2 (E(t)- D 2 (t)). 

(9) 

The probability density function of V(t) is given by 

d 
p(v, tlvo) = dv Pr{V(t) $vI V(-oo) = vo} 

= 1 ex {- (v- vo- A(t)) 2
} 

y'2rr r(t) P 2 r(t) · 

In the following analysis the threshold will be ex-
pressed in terms of the threshold ratio R, which is 
ratio of the threshold Vth = 0 + vo to the maximum 
possible value Vmax of V(t) (i.e., if all contributions 
arrived simultaneously), both with respect to the 
resting potential vo, 

R = Vth - vo 0 (10) 
Vmax- vo Na 

where theJ"e are N contributions each of ampli-
tude a. We choose the units of voltage to be set by 
the threshdld, 0 = L The expansion of equation(6) 
to second order in the amplitude a of the individual 
EPSPs is an approximation that is good for values 
of a that are small in comparison to the threshold, 
which is frequently the case in biological neural sys-
tems. 

2.2. Probability density of output spikes 

The probability density of the output spikes is the 
density of the potential V(t) reaching the thresh-
old vth for the first time, called theJirst-passage 
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time to threshold. This may be obtained from the 
renewal-like equation (for v > Yth) 

p(v,tlvo) = /_
1

00 
dt' fs(t') p(v,tiVth•i',vo) (11) 

where the function p(v2, t 2 1v11 i1, v0) is ·the condi-
tional probability density of V(t) taking the value 
v2 at time i 2 given that it had taken the value 
Vt at time it (and also had the value vo at time 
-oo). The conditional probability density may be 
evaluated via the relation (Bayes' theorem) 

. p(v2,i2,Vt,itlvo) 
p(v2,t2lvt,ibvo) = ( I ) . {12) p Vt 1 t1 Vo 

The joint probability density p(v2, i2, v1, tdvo) is 
evaluated in a similar way to the probability density 
(see [12] for details) 

assumption, it may provide a reasonable approxi-
mation for situations in which the integration oc-
curs over a time scale much shorter than the decay 
constant. The model has been extensively studied 
because it is more amenable to analytical solution 
than the leaky integrate and fire model. 

In this leakless model the probability density of 
output spikes /9(t) may be solved exactly by con-
sidering the distribution of arrival times of the con-
tributing EPSPs as a combinatorial problem. If 
the threshold is crossed with the arrival of the Mth 
input, then the resulting distribution of the output 
spikes is 

!M(t) = M![:)~ M)! p(t) {3M-l(t) (1- {3(t)t-M 
(16) 

where p(i) is the Gaussian probability distribution 
of incoming EPSPs and {3(t) is given by 

p{v2,t21vt,tbvo)=~x jt' 1[ ( t )] 
V £.7r/ {3(t) = dt' p(t') = - 1 + erf --

{ 
[(v2- vo- A(t2)- ~~:(v1- vo- A{it))J2} -oo 2 V'iuin 

exp -
21 

{13) (17) 

where 

= r(t ) - x2(t2. il} 2 r(tt) 

This exact result is compared with the result ob-
tained by our new analytical method . Since there 
is no inherent unit of time in this model, we choose 
the time scale to be set by O"in = 1. The results for 
the perfect integrator model are shown in Figure 1 

x(t2, tl) 
r(tt) 

N a 2 [G(t2, it)- D(t2)D(tt)] 

{14) for a number of inputs N in the range 10 to 800, and 
a range of threshold values R . The dotted lines con-
nect the exact results of equation{16) and the solid 
lines connect the results of the numerical solution 

and 

l
tl 

G{i2, t1) = -oo dt' p(i') u(t2- i') u(t1- t') . (15) 

The first passage-time density may be parame-
terized as a Gaussian distribution with probabil-
ity p of a spike being produced, average time of 
the first threshold crossing t 1 (i.e., time of spike 
production relative to the distribution of inputs), 
and jitter of the output distribution of spikes Uout· 
Equation{ll), which defines the probability density 
of output spikes, is in general difficult to solve ana-
lytically. However it is straightforward to solve for 
the parameters p, t 1 and u out using the Newton-
Raphson method for nonlinear systems of equations 
(see, for example, [13]). 

3. Synchronization in integrate and 
fire neural models 

3.1. Perfect integrator model 

Within the family of integrate and fire models the 
simplest case to consider is that of the perfect in-
tegrator, in which there is no decay of the poten-
tial with time. Although this is an unphysiological 

to equation(ll). These results clearly show that 
the output jitter u0ut decreases with increasing N, 
and that it is substantially less than the input jitter 
( uin = 1) over the whole range of values of N. 
The results from the analytical expression show ex-
tremely good agreement with the exact results over 
a wide range of thresholds for 50 inputs, and the 
difference diminishes for increasing N such that the 
error is less than 1% for 100 inputs. For N ~ 200 
the analytical results agree with the exact results 
over the range of threshold ratios investigated. For 
large numbers of inputs the exact output spike dis-
tribution, equation(16), becomes Gaussian, but for 
small N there will be corrections to the Gaussian 
parameterization, which will contribute to the dif-

' ferences between the exact and the analytic expres-
sions evident in Figure 1. In addition, for a fixed 
number of inputs the small amplitude approxima-
tion will be least accurate for small threshold ratios 
(equation 10). General considerations indicate that 
very low threshold ratio neurons tend to have high 
levels of spontaneous activity, whereas very high 
ratio neurons tend to have very low activity and be 
difficult to excite. Biological neural systems would 
therefore be expected to function within the broad 
intermediate threshold region, where the technique 
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presented here provides an accurate approximation 
for large numbers of input neurons. 

~Na iO 

.~:~: 
.~NaiOO 
~- -H•200 

N.coa 

OA 0.8 
dnlholdrlllo A 

0.8 

N a iOO 

Fig. 1: Results for the perfect integrator model. The de-
pendence of the output jitter Uout upon the threshold for 
a range of afferent fibers N is shown, with uin = 1. The 
threshold ratio R is given by 8/Na. The solid lines connect 
the results of the solution to equation(ll) and the dotted 
lines connect the results of the exact solution (equation 16). 
The two sets of results are indistinguishable for N ~ 200. 

3.2. Stein model 

Although the perfect integrator model may be ade-
quate to explain some phenomena, it is nevertheless 
necessary in general to consider the effect of the 
leakage of the potential across the membrane, as 
first analyzed by Stein [14]. In the Stein model the 
membrane potential has a discontinuous jump of 
amplitude a upon the arrival of an EPSP and then 
decays exponentially with time constant T between 
inputs. 

0.3 

1l' 

~1 
0. 

N =25 

- No: SO 

~ N'"' 100 

'-------------
0.2 o.c 0.6 

ltvetholdr.rio R 

Fig. 2: The relat ive output jitter a 0 utf"in for the Stein 
model with various numbers of input EPSPs and threshold 
ratios R . The jitter of the input <1in is 0 .2 in units of the 
membrane time constant (-r=l). The solid line shows the 
value obtained from the solution of equation(ll) and the 
data points connected by the dotted lines are each the result 
of 10,000 numerical simulations. 

The relative output jitter is plotted in Figure 2 
for uin = 0.2 and a range of input values N 
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and threshold ratios R (defined as before by equa-
tion 10). The renewal-like equation(ll) for the 
output spike density was solved numerically, using 
the Newton-Raphson method as before, for a range 
of threshold ratios R = 0.10, 0.15, ... , 0.55, and the 
results are connected by the solid lines. Also plot-
ted are the results of a number of numerical sim-
ulations, each point representing the average over 
10,000 trials. The error bars give the standard de-
viation over the trials, and the results for each value 
of N are connected by a dashed line (for the larger 
values of N the error bars are roughly the width of 
the lines and therefore barely discernable) . The rel-
ative output jitter is clearly substantially less than 
the input jitter over the whole range of inputs and 
threshold ratios investigated. The results from the 
analytical expression derived here are very accurate 
for large numbers of inputs N, as shown by their 
closeness with the results of the numerical simula-
tions. As before, the expected error of the method 
presented here decreases as the number of inputs 
N increases and the amplitude a of each individual 
contribution decreases. 

4. Discussion and Conclusions 

In this study we have presented a new method for 
analyzing integrate and fire neurons with a large 
number of small amplitude inputs. This technique 
allows the analysis of models with arbitrary synap-
tic response functions, and in particular models 
that incorporate both leakage (the Stein model, 
analyzed here) and a finite rise time of the postsy-
naptic potential (analyzed in [12]), which has pre-
viously been possible only in very restricted cases. 
The method has been used to examine the question 
of the relationship between the temporal dispersion 
of synchronized inputs and the resultingjitter of the 
spikes that are generated. The results are compared 
with the exact solution for the perfect integrator 
model and with numerical simulations for the Stein 
model. The results of the analysis of the relation-
ship between the input jitter and the output jitter 
provides clear support for earlier studies (15, 16, 17] 
showing that the jitter of the spike output is much 
less than the jitter on the incoming PSPs, i.e., 
that the temporal dispersion of the output spikes 
is less than the temporal dispersion of the inputs, 
u0 ut < Uin• over a wide range of physiologically re-
alistic conditions . Such a reduction in the temporal 
jitter has indeed been observed experimentally in 
the anteroventral cochlear nucleus (18]. 

In a cascade of neurons there are a number of 
sources of variability, in addition to the jitter of the 
inputs, that determine the stability of the neuronal 
firing pattern [19) and prevent the output jitter 
from converging to zero . Marsalek et al. (17] iden-
tified two important factors that introduce timing 
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variability to the arriving PSPs: (i) the delay due 
to different spike propagation times, and (ii) the 
jitter associated with the synapses. Another impor-
tant factor is the variation in the spiking thresholds 
of the neurons, which will cause different neurons 
to spike at different relative times, as· .we discuss 
further in [12]. Neurons with different threshold 
ratios have substantial differences in the average 
times at which spikes are generated. Consequently 
variations of the spiking threshold over a layer of 
neurons will cause variations in the relative timing 
of the output spikes produced by the population of 
neurons. In such a layered network this variation 
in the timing of the spikes from the previous layer 
will r:!present jitter on the inputs to the subsequent 
layer, which is additional to the inherent jitter as-
sociated with the production of the spikes. 

We have studied here an idealized situation in 
which spontaneous activity is neglected, and in-
vestigations are currently underway to analyze the 
integrate and fire model with Poisson distributed 
inputs using methods similar to those presented 
above [5). This will then enable the study of more 
complex systems of synaptic inputs involving par-
tial synchronization together with spontaneous ac-
tivity or systematic phase delays, such as occur in 
auditory nerve fibers excited by a travelling wave 
along the basilar membrane of the inner ear [20]. 
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On the Effects of Crosstalk in a Superposition ·of Synfire Chains 

Chris Trengove 
School of Mathematical Sciences, University of Technology, Sydney 

Abstract 
The notion of a random superposition of synfire chains 
is explained, and implemented using a leaky integrator 
neuron model. Inhibitory neurons are included in the 
chain to control activity. Due to crosstalk the number 
of waves is observed to fluctuate. It is explained how 
this can be viewed as a birth/death process. It is argued 
that crosstalk will reduce a neuron's effective membrane 
time constant, thereby limiting its own accumulation 
and preventing a reduction in storage capacity. How-
ever, synchronising of waves on coupled chains is only 
observed when crosstalk is low. 

1 Introduction 
Recently there has been growing interest in the idea 
that the brain uses some form of temporal 'coding' to 
achieve its cognitive functionality. One approach be-
ing considered is that of synfire chains (and their gen-
eralizations, such as braids), in which precise timing 
relationships (accurate to "'"!.1ms) hold between spikes. 

Originally proposed by Abele8 (see e:g. [1]), a syn-
fire chain (or braid) is a set of neurons linearly or-
dered by a feedforward connectivity structure, which 
supports the propagation of a wave of spikes down the 
chain by arranging that it delivers synchronously arriv-
ing EPSP ( excitatory post-synaptic potentials) to the 
neurons which lie in its path. 

In [5], Bienenstock proposes that the cortex be 
viewed as a superposition of· synfire chains. More-
over, he suggests that higher order cognitive processes 
such as object recognition arise from the open-ended, 
recursive composition of synfire chains into compos-
ite chains. A given composite is activated wheri the 
waves on its component chains are synchronised by 
inter-chain connectivity into a single wave. (See also 
[6].) 

The present work investigates whether, and in what 
manner, Bienenstock's proposals can be realized in a 
network model that is in several ways more realistic 
than that which he uses in [5]. 

2 Fundamental Concepts 
2.1 The Cortex Viewed as a Superpo-

sition of Synfire Chains 
The connectivity of the cortex appears to have a lot 
of randomness in it. Although there are systematic 
regularities in the connectivity preferences of neurons 
grouped according to cell type and vertical and hori-
zontal locations (layers and columns), at the level of the 

single neuron the connections appear random. How-
ever, it has been proposed [5] that there may be an 
order hidden within the apparent randomness: the lin-
ear order of synfire chains. 

Suppose one is given a neural network with an appar-
ently random connectivity, represented by a directed 
graph G(V, E). This is a set V of vertices (neurons) 
and a set E = { ( Vt, v2) I Vt , v2 E V} of directed edges 
(synapses - note (v1, v2) will indicate a synapse from 
v2 to v1). However, this particular network happens 
to contain hidden order. It is in fact a superposition 
of linear orders, each of which assigns neurons to po-
sitions on an abstract real line. We find that every 
synapse ( v1, v2) in the network is present because in at 
least one of the orders, v1 has been assigned to a posi-
tion closely following a position to which v2 has been 
assigned. 

In formal terms, the k'th order is given by a set U~c of 
virtual neurons, a map tPk : U~c ~ R which orders them 
and a random map tPk : Uk ~ V which assigns to them 
real neurons. This allows that several neurons may be 
assigned to the same position, and also that a single 
neuron may be assigned to more than one position. 

The graph G(V, E) is then a union of subgraphs 
G(V, E~c) where E~c consists of all edges ( V1, v2) E E for 
which 3ul. u2 E U~c such that tPk (ut) = Vt, '1/!~c( u2) = v2 
and t/J~c(ut)-if>~c(u2) is small and positive. This is what 
we mean by a network which is a superposition of syn-
fire chains. 

In fact, we suppose that, as a neural network, each 
of these structures is capable of propagating a syn-
fire wave, where 1/J~c( u), suitably scaled and translated, 
gives the firing time of the real neuron 'f/! 1c ( u) corre-
sponding to each virtual neuron u in the structure. 

In [5] Bienenstock proposes as an idealization that 
the cortex be viewed in this manner, and gives the fol-
lowing procedure for constructing such a graph. Given 
a set of N neurons, p pools B~' (J.l = 1, ... ,p) of size 
n are selected at random from this set, 'with replace-
ment'. Then p links (B~'+l, B~') are made by creating 
synapses (i, j) for all i E BP+l, j E B~'. With J.l + 1 
taken modulo p this gives one long cyclic synfire chain. 
By omitting q of the links one gets q distinct non-cyclic 
chains, which can be thought of as the q orderings ~k 
of U~c mentioned above. 

2.2 Crosstalk 
Note firstly that these orders are overlapping: each 
neuron will probably appear in several pools, npf N, on 
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average. Secondly, in the present simple model, each 
of these orders is completely unrelated to the others: 
neurons which are appear close together in one order 
will appear at random positions elsewhere. A wave 
propagating into one pool in a chain will only cause 
an incoherent scatter of EPSPs elsewhere, so it will 
rarely cause neurons which don't appear in this pool 
to fire. However, this effect of a random superposition, 
which is termed crosstalk, is ultimately what limits the 
number of synfire links which can be included in the 
network, that is, the storage capacity of the network. 

More precisely, crosstalk arises as follows. When 
a neurvu j fires, for instance because a wave passes 
through a pool B 11 in which neuron j appears, then an 
arbitrary neuron i will receive at least one impulse from 
j ifthere exists any link (B>..+l,B>..) containing (i,j). 
For each A the probability of this is (n/N) 2 . Then 
p( n/ N)2 is the expected number of synapses from j to 
i, and assuming this is small, we can treat it as the 
probability of there being a single synapse from j to i, 
and treat the possibility of multiple synapses as negli-
gible. 

The presence of a number of waves should lead to 
a Poisson-like stream of impulses impinging on each 
neuron during the periods in between those times when 
the neuron receives a synchronous wave of inputs. A 
heuristic argument for this is as follows. Let p denote 
the total rate of activity in the network. In time 15t, 
p 15t neurons will fire. From each neuron j of these 
that fire, an arbitrary neuron i will receive an impulse 
with :t probability of approximately p(n/N)2 . Hence 
neuron i receives a stochastic stream of inputs at rate 
v = pp(n/N)2 • 

If all the activity is due to the presence of h fully-
formed synfire waves then p = nh/T, where T is the 
pool-to-pool propagation time. In this case v ex hp. 

2.3 Inclusion of Inhibitory Neurons in 
Synfire Chains 

The present work uses this structure as a starting point, 
but extends it by including inhibitory neurons into 
each pool, to stabilise activity in the network. These 
make efferent (outgoing) connections onto their own 
pool rather than the next one. 

The biological basis for this is as follows . Bienen-
stock has suggested in [4] that synfire chains will arise 
through a development mechanism based on Hebbian 
synaptic plasticity, whereby chains grow by recruiting 
neurons that receive simultaneously arriving excitatory 
inputs from the already existing structure. Now this re-
cruitment process can apply just as well to inhibitory 
neurons as to excitatory ones, even though these will 
not contribute to the propagation of the waves. 

Recruitment of neurons into synfire chains requires 
convergence of axonal ramifications into the vicinity of 
the dendritic tree of the recruited neuron. Where such 
convergence into a physical locality occurs, it is likely 
that several neurons in this locality, both excitatory 
and inhibitory, will be recruited into the chain . Hence 

the pools of a synfire chain are likely to be composed of 
sub-pools of neurons all in the same locality. Assum-
ing strong short range local inhibition, the inhibitory 
neurons in a sub-pool will tend to inhibit this sub-pool 
along with the rest of the neurons in its locality. 

A simplifed schema inspired by this line of thinking, 
but without the necessity of actually modeling spatial 
location, is for each pool in a synfire chain to include, 
along with the excitatory pool BJJ, a pool CJJ of in-
hibitory neurons chosen in the same way. We then 
make excitatory links (BJJ+l, BJJ) and (CJJ+l, BJJ) to 
the next pool, along with inhibitory links (BJJ, C~-') and 
( CJJ, CJJ) back to the current pool (excluding inhibitory 
self-connections (i,i), i E CJJ). 

In this way the inhibition has both a coherent, lo-
cal effect and a distributed effect. The local effect is 
to effectively increase the relative refractory period of 
neurons which fire as part of a wave, so that it is very 
difficult for a wave to propagate through this pool im-
mediately afterwards. 

The distributed effect is that there is now inhibitory 
crosstalk as well as excitatory crosstalk. In between 
waves, a neuron will receive random streams of both 
excitatory and inhibitory inputs , both at a rate pro-
portional to hp. 

This gives rise to conditions believed to prevail in 
the cortex, where a neuron is thought to receive a high 
rate of input, both excitatory and inhibitory, due to the 
sheer number of afferent synapses it possesses. As dis-
cussed in [3], this background activity increases the net 
conductance of the neuron and so effectively reduces its 
time constant. Even though the real membrane time 
constant may be as high as 80ms, under such condi-
tions the neuron can effectively become a coincidence 
detector, firing only when large fluctuations in the in-
put occur over short time intervals. 

The storage capacity of the system is essentially de-
termined by the distribution of the membrane potential 
set up by the crosstalk . Its mean and variance must 
be such that the bulk of the distribution is confined 
within a range which is below the firing threshold, but 
which with the addition of n synchronous inputs will 
be above the firing threshold. When this is the case 
synfire propagation is reliable, and neurons rarely fire 
except as part of a synfire wave. Consistent with [5], 
this means that the storage capacity is a limit on p not 
alone, but in conjunction with h. Roughly speaking, it 
is a limit on hp. 

3 Description of the Model 
The model used here is more realistic than the one 
initially used by Bienenstock to demonstrate his pro-
posals. 

Firstly to regulate the total activity in a straightfor-
ward manner Bienenstock used an r-winners-take-all 
mechanism where at every time step exactly r neu-
rons fire - those with the greatest potential. (Other 
authors ( eg. [7]) have used a global inhibitory mecha-
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nism to stabilise the overall level of activity.) Provided 
the storage capacity is not exceeded, this automatically 
regulates the number of waves, h, so that h = r/n. By 
contrast, in the present model which explicitly includes 
inhibitory neurons to regulate activity, the number of 
waves can fluctuate, and may or may not r€main within 
the range permitted by the storage capacity. This is 
discussed in 4.1. 

Secondly, Bienenstock used a discrete time step equal 
to the pool-to-pool propagation time (taken to be lms), 
and the neuron had no memory of its state at the previ-
ous time step. Its potential was simply the sum of the 
signals arriving from neurons that fired at the previous 
time step. · In such a model it is not possible to ver-
ify the ability of a synfire wave to propagate without 
temporal dispersion. Nor is it possible to investigate 
the process of synchronisation of waves. In the present 
model time will be 'continuous' and, being a leaky in-
tegrator, the neuron will have a memory. 

An issue the present work helps to clarify is whether 
the use of leaky integrator neurons with a membrane 
time constant of the order of tens of milliseconds will 
still allow the high storage capacity obtained in Bi-
enenstock's model to be reached.. An analysis in [7] 
suggests that an accumulation of crosstalk over time 
will increase the variance in the membrane potential, 
severely reducing storage capacity. However, by in-
troducing reversal potentials into the model, the prin-
ciple of [3] discussed above will apply: the effective 
time constant of the neuron will decrease in condi-
tions of high crosstalk, preventing the accumulation of 
crosstalk. (See Appendix.) 
3.1 The Individual Neuron Model 
The model neuron used here is a computationally effi-
cient way of implementing what is essentially a leaky 
integrate-and-fire neuron including the effects ofsynap-
tic reversal potentials and a simple notion of spatial 
extent . Time is quasi-continuous; that is, a reasonably 
fine-grained timestep such as O.lms is used. 

Rather than using a current-based approach, as is 
usual in leaky integrator models, the current injection 
at each synapse due to an arriving spike is taken as in-
stantaneous. The model still produces smoothly rising 
EPSPs, however. This is because the potential V(t) 
is taken to have two components, V0 (t) describing the 
'equalized' potential (if the effects of all past synap-
tic activity were spread evenly over the neuron), and 
V1 (t) the deviation of the potential from equalization. 
Between synaptic events, the former decays exponen-
tially according to the membrane time constant, To, 
whilst the latter decays according to a much shorter 
'equalization time constant ' , T1 . 

To register the effect of each impulse is one simply 
adds and subtracts a ~V to V0 and V1 respectively, at 
the time it arrives. This results in double exponential 
EPSPs and IPSPs of the form~ V( e-t/ro- e-t/r1 ), t > 
0. A standard choice used was To= 20ms, Tt = 1.6ms, 
giving a time to peak of about 4.5ms. 
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The effects of synaptic reversal potentials are then 
easily included, by taking ~V= Wz(Vz- V(t)), where 
x is e for excitatory or i for inhibitory synapses, Vz is 
the reversal potential and Wz is the strength of each 
type of synapse. 

Although computationally efficient, a disadvantage 
of this impulsive current approach is that it will not 
model very well synapses that use channels which have 
long open times such as GABAb inhibitory synapses. 

The model also includes a reset/refractory mecha-
nism when the neuron fires , which we will not discuss 
here. Pre-synaptic time delays and noise, in the form 
of random exitatory and inhibitory impulses, are other 
aspects of the model not discussed here. 

4 Behaviour of Model 
In a typical run, a set of waves would be initiated by 
stimulating each of a set of starting pools at a particu-
lar time with the same input it would have received had 
a wave of activity arrived from its predecessor pool. 

Depending on the parameters various effects were ob-
served. The reset and refractory mechanisms have to 
be strong enough to avoid multiple firing (or bursting) 
of neurons in response to a single wave, as this "kin-
dling" phenomenon totally disrupts the synfire wave 
mode of activity. 

The model has quite a few parameters which have 
not yet been well characterised in their effects. These 
include w0 , w,, Ve and V., which have been set to bi-
ologically plausible values which permit synfire wave 
propagation at moderately high loading in an n = 10, 
N = 5000 network. 

The main issues involved in characterising the simu-
lations are the stability of the overall level of activity 
of the network, the degree of predominance of the syn-
fire wave mode of activity, and the fluctuations in the 
number of waves present, due to births and deaths of 
waves. 

As far as the ability of a synfire wave to maintain its 
temporal coherence is concerned, this was always found 
to be the case as long as a wave maintains its strength, 
i.e. the number of neurons participating in the wave 
per pool visited. Whilst the dispersion of a wave tends 
to fluctuate moderately due to noise, when a wave dies 
out it is due to an erosion of the strength of the wave 
rather than to a major loss of temporal coherence, al-
though at times when the wave is more dispersed it 
is more vulnerable to a loss of strength. So although 
temporal coherence is subtly coupled to strength main-
tenance, the latter is the primary issue in determining 
the stability of wave propagation. This helps justify the 
birth/death process view outlined next, which ignores 
the issue of temporal coherence. 
4.1 Fluctuations in Number of Waves 

Viewed as a Birth/Death Process 
Before describing the various regimes which have been 
observed I will discuss one of the main ideas of this 
paper that helps in understanding the observations. It 
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is proposed here that wave propagation be modeled as 
Markov chain, and that doing this allow us to model the 
fluctuating number of waves as a stochastic birth/ death 
process. 

For simplicity we revert to a coarse discretization of 
time as a way of bypassing the issue of te!'Jlporal coher-
ence of a wave so as to focus purely on the maintenance 
of its strength. We assume that both the temporal 
width of a wave and the pool-to-pool propagation time 
are equal to the discrete time unit, which may be taken 
to be 1ms. We then have precisely p possible locations 
for waves, each location moving from one pool to the 
next ""'vh time step . 

Call the state of each such moving location its 
strength m(t) (0 ::; m ::; n). The stochastic evolution of 
this state is a Markov chain where the transition prob-
ability matrix P(m(t), m(t + 1)) is obtained from the 
binomial distribution governing n independent events 
each with probability 1r(m), this being the probability 
that a neuron in one location will fire given that m 
neurons fired at the previous location. Hence 

(n) I I 

P(m, m') = \.m' 1r(m)m (1- 1r(m)t-m (1) 

The function 1r(m) is used by [1] and [5] to charac-
terise synfire transmission. For reliable transmission it 
should be sigmoidal in shape, close to 1 if m is close 
to n , close to 0 if m is close to zero. This will lead 
to a Markov Chain which is bimodal in the sense that 
the state will spend most of its time either close to n, 
meaning a wave is present, or close to 0, meaning a 
wave is absent . When this is the case, we say we are in 
the synfire wave regime. This is essentially the same 
as saying that we are within the storage capacity limit 
on hp. 

The function 1r(m) will depend on the number of 
w ::-.YPS in the system (h), due to several effects to be 
discussed shortly, the most important of which is the 
dist ribution of the potential due to the crosstalk. 

Now by a standard technique in the theory of Markov 
Chains, from the transition matrix we can obtain 
T( m, m') which is the expected time for the system to 
first encounter the state m' after starting in state m. 
Since in the synfire wave regime, if a wave is present 
the state n will soon be encountered, whilst if it is ab-
sent, the state 0 will soon be encountered, to a good 
approximation T(n, 0) will give the lifetime of a wave 
(how long we wait until a death) whilst T(O, n) will 
give the 'deathtime', that is, how long we will have to 
wait until a birth. Of course these quantities depend on 
the number of waves present, which is changing. How-
ever , their in verses can be interpreted, respectively, as 
the probability per unit time of an existing wave dying 
and that of a hitherto absent wave being born. Hence 
we can get the following expressions for the birth rate 
,\ and the death rate p, for the system as a whole: 

>-.(h) (p- Rh)/T(O, n) (2) 

~ pfT(O, n) 
p,(h) h/(T(n, 0) 

(3) 
(4) 

We are saying here that there are h candidates for 
death and (p - Rh) candidates for birth. R repre-
sents the effect of the refractory period and the self-
inhibition of pools which means that the R - 1 pools 
most recently passed by a wave as well as the pool 
carrying the wave itself are not candidates for births. 
From the simulations an R of about 5 or 6 is typical. 
The approximation comes about because we cannot be 
in the synfire wave regime unless h ~ p. 

This defines a birth/death process, at which level 
of abstraction the state of the entire system is defined 
simply by h, the number of waves present, with ,\(h) 
and p,(h) giving the probability per unit time of the 
system making a transition to h + 1 or h- 1. 

In sum, when we are in the synfire wave regime the 
system can be modeled as a birth/ death process. How-
ever , it is possible that the birth/ death process itself 
will take the system out of the synfire regime. 

There is not sufficient space in this paper to discuss 
the form of 1r(m) fully, but it is comprised of three 
terms for the three disjoint possibilities (i) that the 
neuron in this particular location is unable to fire be-
cause it also appeared in another location which was 
one of the R locations most recently visited by a wave; 
otherwise (ii) that a neuron in a particular location 
fires simply because it also appeared in another lo-
cation where a wave was arriving; otherwise (iii) the 
neuron will fire according to the probability that the 
potential exceeds threshold when we add the effect of 
the m inputs from the previous pool to the potential 
distribution set up by crosstalk. 

Only term (iii) depends on m . Roughly speaking, 
the effect of the m inputs is to shift the distribution 
of the potential to the right, increasing the area above 
the threshold. Hence a bell-shaped potential leads to a 
sigmoidal contribution to 1r( m) . (This way of obtaining 
the form of 1r(m) is given in [1] .) 

As the number of waves present in the system in-
creases, so does the crosstalk. This will increase the 
width of the potential distribution, reducing the sharp-
ness of the wave/non-wave distinction, and reducing 
T(n , 0) and T(O, n) . As h gets too high the system 
will gradually move out of the synfire regime. The 
birth and death rates will increase and the proportion 
of time spent in transition between wave and non-wave 
states will increase. 

However, because of the factor of h in eqn ( 4), we 
can plausibly expect p,(h) to increase more rapidly than 
,\(h), so that at high h the death rate exceeds the birth 
rate. Hence the number of waves will fluctuate around 
some equilibrium h where p,(h) =>.(h). Indeed , if we 
assume that T(O, n) and T(n, 0) are both proportional 
to a power law of the crosstalk, which is itself propor-
tional to hp, then this equilibrium h is proportional 
to the storage load p. Thus only at sufficiently low p 
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can we expect the system to stay in the synfire wave 
regime. 
4.2 Observed Regimes of Activity 
The concepts outlined above are very helpful in under-
standing what is actually observed in the simulations. 

We find, at low h, (say, 0 to 5 waves) that wave 
propagation is very stable, so that even over a very 
long run no births or deaths are observed. 

If the storage loading is quite low (e.g. p = 500) 
then when a larger number of waves is initiated, the 
number of waves will be gradually eroded about 7 ± 2 
waves remain, the fluctuations being only occasional. 

At higher loadings (p = 1000), if more than about 5 
waves are initiated, then an excess of births over deaths 
will quickly take the system to a state of rapid fluctu-
ations at 20 ± 5 waves. 

At still higher loadings (p = 2000) the synfire wave 
regime begins to break down. Perhaps only around 
15 ± 5 waves are clearly present, but a significant frac-
tion of the pools are occupied by transient, partially 
formed waves. The total amount of activity fluctu-
ates, and sometimes, after a particularly big surge, or 
if too many waves are put into the system initially, the 
overall rate of activity will drop sharply, leaving only 
a small number of waves remaining. This behaviour 
is clearly not compatible with the birth/death process 
description. It indicates that the system has left the 
synfire wave regime, but it cannot sustain activity in a 
"rate-coded" manner without the assistance of synfire 
propagation, so the activity drops until it re-enters the 
synfire wave regime. 

At even higher loadings, this is no longer the case: 
synfire wave propagation gives way to apparently inco-
herent firing across the network. 
4.3 Synchronisation Between Waves 
Simulations were also conducted to try to reproduce 
the phenomenon reported in [2], where two synfire 
chains are coupled by inter-chain links. They found 
that waves would synchronise because the EPSPs from 
the more advanced wave would raise the membrane po-
tential of of the neurons in the path of the lagging wave. 
As a result, these neurons reach the firing threshold 
earlier, and the speed of propagation of the lagging 
wave is increased, leading to synchronisation. 

The issue here is whether the same phenomenon can 
occur in a network which is a supeq)osition of synfire 
chains. The presence of crosstalk, and the reduction of 
the effective time constant of the neuron, is lik~ly to 
interfere with the above process, because the neurons 
will "forget" the signal they received from the advanced 
wave. 

This does indeed appear to be the case. If hp is suf-
ficiently low (e.g. p = 200 and only two waves present) 
the speed-up effect isobserved, provided the initial off-
set between the two waves is small enough At higher 
levels of crosstalk, no speed-up is observed. In fact, 
we soon start to get "cross-activation" in which the 
advanced wave causes neurons on the other chain to 
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fire in synchrony with it. This is sometimes observed 
to slow down the retarded wave even more, because it 
now encounters refractory neurons in its path. The ad
vanced wave will in fact tend to start up a wave on the 
other chain in synchrony with it. 

However, if waves are already synchronised then 
crosstalk will not disrupt this. 

5 Concluding Remarks 
We find that Bienenstock's proposal should work well 
for realistic neural models that incorporate the ef-
fects of reversal potentials, because at high levels of 
crosstalk such neurons effectively become coincidence 
detectors, thus avoiding the accumulation of crosstalk 
which would otherwise be detrimental to the storage 
capacity. 

Providing we are within the storage capacity limit, 
the system can be modeled as a birth/death process, 
which will in turn determine whether the number of 
waves will remain within this limit. Otherwise the 
birth/death process model won't apply. The simula-
tions illustrate the various possibilities. 

The synchronisation of waves on coupled chains is 
found to be very sensitive to the crosstalk: it is only 
observed in 'quiet' conditions where hp is small. 
5.1 Appendix: Effect of crosstalk 

on membrane time constant ·and 
crosstalk accumulation 

Assume the crosstalk causes the net conductance of excitatory 
and inhibitory synapses to fluctuate around mea.n values, so 
9e(t) = Be + S9e a.nd g;(t) = B; + 89;. Insert these into the 
differential e:R}a.tion governing a leaky integrator with reversal 
potentials CTt =-go V -ge(V- V .. )-9;(V- V;) a.ndput it into 
the form C!i)f = -Bnet(V- Veq) +fluctuations. The time con-
stant is thus decrea$ed from To = C I 90 to T ef 1 = C I 9net where 
9net = 90 +Be + Bi, and the equilibrium potential is shifted from 
0 to Veq where Veq"" (;g., Ve + Ui V;)l9net• 

Since Be a.nd Bi are proportional to 11, the rate of crosstalk, 
a.t high rates "eff oc 11-1 . If we approximate the accumulation 
of crosstalk as an Ornstein-Uhlenbeck process, then its variance 
will be proportional to IITej 1 1 and so remain below a limit as 11 

becomes large. 
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